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ABSTRACT

We introduce DepthCLIP3D, a unified framework designed
to tackle a range of open-domain monocular 3D vision tasks,
including classification, segmentation, and multi-modal iden-
tification. Our core insight is that these diverse tasks can be
efficiently handled using a single architecture by integrating
the CLIP model with depth maps. Unlike existing approaches
that are based on point clouds, depth maps provide a regu-
lar grid structure that is well-suited for monocular inputs, al-
lowing the effective use of advanced neural networks such as
CNN or ViT. We have developed several best practices into
DepthCLIP3D, significantly enhancing its performance and
generalization capabilities. Through extensive experiments,
we demonstrate that our approach consistently outperforms
existing state-of-the-art methods across multiple tasks. The
project page is available at: DepthCLIP3D.

1. INTRODUCTION

Depth is an important modality in computer vision, dis-
tinguished by its unique characteristics compared to other
modalities such as RGB and point clouds. Unlike RGB,
depth data intrinsically provides 3D structural information
and is less sensitive to low-light conditions [1]. On the other
hand, compared to the irregular nature of point clouds, depth
maintains a regular grid structure, facilitating both compu-
tational processing and algorithmic development. Moreover,
depth data is advantageous over RGB for sim-to-real trans-
fer, as synthetic RGB data often suffers from domain gap,
whereas synthetic depth data remains largely consistent with
real-world environments [2].

We propose DepthCLIP3D, a unified approach for 3D
visual understanding tasks using depth. There has been re-
markable advancement in the domain of vision-language
models [3, 4, 5, 6, 7, 8], exemplified by CLIP [9], which is
trained on paired image and text, achieving generality and
usability for open-domain tasks. Inspired by CLIP, we adapt
vision-language paradigms to depth data for open-domain
monocular 3D perception.

Despite the importance of integrating depth with vision-
language models, this area remains notably underexplored.
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Text: Kitchen room 

with cabinets and 

drawers

Depth

RGB

Depth

Preprocess

(Eq. 2)

Image 

Encoder

Text 

Encoder

Image 

Encoder

Affinity

InfoNCE

(Eq. 4)

T
ex

t 

E
m

b
e

d
d

in
g

D
ep

th

E
m

b
e
d

d
in

g

Loss
Frozen Encoder with 

OpenCLIP weights
Trainable LoRA

Im
ag

e P
atch

 

E
m

b
ed

d
in

g

Depth Patch

Embedding

Patch

InfoNCE

(Eq. 5)

Fig. 1. Overview of DepthCLIP3D.

While there are early efforts, such as ImageBind [4] and Lan-
guageBind [5], these methods are originally designed to bind
various modalities that have different data structures. Conse-
quently, they are constrained to adhere to the basic approach
of CLIP and fail to account for the unique properties of the
depth modality. This limitation restricts their effectiveness
and applicability in complex 3D vision tasks. In contrast,
our work systematically investigates the entire pipeline, from
data preprocessing to training strategies, to better accommo-
date depth data. Furthermore, we explore various downstream
applications, such as classification, segmentation, and identi-
fication, demonstrating its potential as a unified approach for
open-domain 3D visual understanding.

Our contributions are as follows: 1) We innovate vision-
language learning by tailoring it to the unique properties of
depth. We introduce simple yet effective data preprocessing
and training strategies, which effectively improve the perfor-
mance of DepthCLIP3D for open-domain 3D understanding.
2) We explore the application of DepthCLIP3D across a spec-
trum of new and diverse downstream tasks like depth-based
segmentation and multi-modal identification, demonstrating
its versatility and effectiveness in real-world scenarios.

2. DESIGN SPACE OF DepthCLIP3D

In this section, we delve into the design space of Depth-
CLIP3D, aiming for the best practices for data preprocessing
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Method Retrained SUN-RGBD NYUv2

(a) Eq. 1, dmax = 10 No 14.38 65.44
(b) Eq. 1, dmax = 80 No 28.18 28.29
(c) Eq. 2 No 27.28 62.74

(d) Eq. 1, dmax = 10 Yes 38.21 58.41
(e) Eq. 1, dmax = 80 Yes 57.65 26.61
(f) Eq. 2 Yes 58.57 66.82

Table 1. Comparison of depth preprocessing methods in
terms of Top-1 accuracy (%). d is measured in meters.

and loss functions for vision-language learning with depth.
The overview of DepthCLIP3D is illustrated in Fig. 1.

2.1. Data Preprocessing

Unlike RGB images, which have a well-defined range from
0 to 255, the depth data can extend from zero to infinite.
This variation necessitates careful preprocessing. Most exist-
ing methods, such as LanguageBind [5], preprocess the depth
with a normalization process defined as:

dnorm = (d̂− µC)/σC, d̂ = min(d, dmax)/dmax, (1)

where dnorm is the processed depth, and µC and σC are the
mean and standard deviation pre-computed from the dataset
of CLIP. The parameter dmax is used to scale the depth map d
into a [0, 1] range, which is typically chosen in an empirical
manner and varies across different datasets.

The reliance on an empirically chosen dmax introduces
substantial challenges in developing generalizable models for
real-world depth scenarios, where dmax may not be readily
determinable and often requires manual tuning. As shown
in Table 1(a), employing the default maximum value of Lan-
guageBind dmax = 10 (obtained from NYUv2) leads to good
accuracy on NYUv2 but inferior accuracy on SUN-RGBD.
In contrast, adjusting dmax to 80 according to SUN-RGBD’s
specifications boosts the performance on SUN-RGBD in Ta-
ble 1(b), but negatively impacts NYUv2 results.

To address this, we propose a new normalization strategy:

dnorm = (d− µd)/σd, (2)

where µd and σd are the sample-dependent mean and standard
deviation of the depth d, respectively. While this approach
appears simple, it eliminates the need for external parame-
ters dmax, µC , σC and effectively improves the applicability of
DepthCLIP3D in real-world scenarios. Surprisingly, despite
that Eq. 2 is easy to explain and obvious in hindsight, it has
not previously been studied for depth-based vision-language
models [4, 6, 5]. It is worth noting that Eq. 2 discards the ab-
solute depth information, and our key insight for this design
is that the relative spatial relationship between pixels plays a
more critical role in high-quality vision-language learning.

As shown in Table 1(c), the proposed method achieves
competitive results even without retraining the model. Fur-
thermore, we retrain LanguageBind using different prepro-
cessing methods, where Eq. 2 outperforms Eq. 1 in both cases

1. A depth image of home office. There is a computer desk with a 
printer and a monitor.

2. A depth image of office. There is a desk with a computer and a 
printer in the corner.

3. A depth image of living room. There is a dog cage in the middle 
of a living room.

Positive

Negative

Negative

Fig. 2. Different degrees of negativeness of image-text pairs.

of using dmax = 80 on SUN-RGBD and 10 on NYUv2, as
shown in Table 1(d)-(f). In subsequent experiments, we use
the retrained LanguageBind with Eq. 2 as our baseline model
to further explore the design choices of the loss function.

2.2. Affinity InfoNCE Loss

The baseline of DepthCLIP3D is trained in a contrastive
learning framework using the InfoNCE loss [10]:

Lx2y = − 1

K

K∑
i=1

log
exp(xT

i yi/τ)∑K
j=1 exp(x

T
i yj/τ)

, (3)

where {xi, yi}Ki=1 represent K pairs of embeddings, and each
pair consists of two different modalities, e.g., depth and text,
encoded with Transformers [11]. τ is a temperature param-
eter. The InfoNCE loss encourages embeddings of positive
pairs (xi, yi) to stay closer while pushing those of negative
pairs (xi, yj) for j ̸= i further apart.

Following LanguageBind [5], we train our DepthCLIP3D
with (LD2T + LT2D)/2, where D and T represent depth and
text, respectively. We train only the depth encoder, which is
initialized with the weights from the vision encoder of Open-
CLIP. LoRA [12] is used to reduce memory costs. The text
encoder, also from CLIP, remains frozen throughout training.

Nevertheless, Eq. 3 has a limitation in that it treats all neg-
ative examples equally, despite their degrees of negativeness
vary. Consider a scenario in Fig. 2, where the second text is
less of a negative sample compared to the third. Intuitively,
the second should be pushed less farther away than the third.

To account for this factor, we introduce a modified version
of the InfoNCE loss that assigns weights to negative samples
based on their semantic affinity to the positive sample. Specif-
ically, the affinity between two samples, i and j, is quantified
using the cosine similarity between their text embeddings, Ti

and Tj . Then we use this affinity score to weigh the contri-
butions of negative samples:

L′
x2y = − 1

K

K∑
i=1

log
exp(xT

i yi/τ)∑K
j=1 exp(−TT

i Tj) exp(xT
i yj/τ)

,

(4)

where a higher affinity score between i and j results in a
smaller weight exp(−TT

i Tj) for the corresponding negative
sample in the denominator. This method ensures that “less
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negative” samples exert a reduced influence in loss, improv-
ing the training process of vision-language model.

As shown in Table 2(d) and (e), the affinity InfoNCE loss
significantly enhances model performance, which demon-
strates the effectiveness of leveraging the varying negative-
ness of different negative samples.

2.3. Training with Both Image and Text

Most existing depth-based vision-language models align
depth embeddings to either images [4] or text [5]. In this
work, we leverage both modalities during training.

Unlike prior works that represent image with only a global
token, we instead incorporate patch-level features. Denoting
xim and yim as the m-th patch token of the i-th sample for
depth and image, we formulate patch-level InfoNCE loss as:

− 1

KP

K∑
i=1

P∑
m=1

log
exp(xT

imyim/τ)∑K
j=1

∑P
n=1 exp(x

T
imyjn/τ)

, (5)

where K represents the number of samples, and P denotes the
number of patches per sample. This formulation enables fine-
grained, spatially-aware alignment between depth and image
features, as each patch is independently compared. Compared
with global token alignment [4], patch-level guidance cap-
tures richer structural information, leading to stronger perfor-
mance (Table 2(f) vs. (g)).

Moreover, combining both image and text supervision
yields further improvements. As shown in Table 2, joint
training with image and text (h) surpasses using only text (d)
or only image (g). This demonstrates that the two modal-
ities provide complementary benefits: textual supervision
contributes abstract and categorical semantics, while visual
supervision supplies detailed spatial cues. Together, they
enrich the representation learning of depth embeddings and
highlight the value of multimodal guidance.
Comparison with SOTA. Our full model, DepthCLIP3D, in-
tegrates both affinity loss and patch-level image supervision.
As shown in Table 2(i), DepthCLIP3D performs favorably
against all state-of-the-art approaches [4, 6, 5].

3. 3D UNDERSTANDING WITH DEPTH

Zero-Shot Classification. In Sec. 2, we have used the rela-
tively small SUN-RGBD dataset to efficiently explore design
choices for preprocessing and loss functions. Based on the
resulting design, we train DepthCLIP3D on a larger dataset
to enhance its generalization capability.

Since no large-scale text–image–depth dataset is publicly
available, we construct training data by combining Ima-
geNet [13], ScanNet [14], and Objaverse [15]. Depth maps
for ImageNet images are generated using MiDaS [16], and
text descriptions are generated with a multimodal LLM [8]
similar to [17]. We evaluate DepthCLIP3D on zero-shot

Method Accuracy

(a) ImageBind [4] 35.10
(b) ViT-Lens [6] 52.20
(c) LanguageBind [5] 57.65

(d) Baseline (Text only) 58.57
(e) Affinity loss 59.05
(f) Image-g 45.05
(g) Image-p 51.66
(h) Text + Image-p 60.64
(i) Ours (Text + Image-p + Affinity) 61.67

Table 2. Classification on SUN-RGBD. All models are
trained on the training set of SUN-RGBD. “Image-g” and
“Image-p” represent training with global- and patch-level im-
age supervision, respectively.

Method SUN-RGBD NYUv2 ShapeNet12

PointBind [21] 13.07 27.66 99.81
LanguageBind [5] 28.18 65.44 70.50
DepthCLIP3D 39.45 70.03 77.30

Table 3. Zero-shot classification. Gray number indicates non-
zero-shot and is included for reference only.

classification with the text prompt templates from Lan-
guageBind [5]. This task measures the ability of Depth-
CLIP3D to associate categorical text descriptions with depth.
For testing, we evaluate our model on SUN-RGBD [18],
NYUv2 [19], and ShapeNet12 (12 classes out of 55 classes
in ShapeNet [20]), which were unseen during training.

As shown in Table 3, DepthCLIP3D performs favorably
against prior methods, highlighting its effectiveness. Ad-
ditionally, we compare with the point cloud-based method
PointBind [21] by unprojecting [22] depth maps into point
clouds. Our method outperforms PointBind, which we at-
tribute to the ability of our DepthCLIP3D to leverage the
regular structure of depth maps, enabling the application
of the powerful ViT architecture. In contrast, PointBind
needs to manage the complex data structure of point cloud
representation, which restricts its architectural choices and
compromises its representation capacity. Note that the result
of PointBind on ShapeNet12 (99.81) is not zero-shot as it
has been trained on ShapeNet; we include it in Table 3 for
reference only.
Spatial Relationship Identification. One of the key advan-
tages of depth data is its rich spatial information, such as the
distance between objects and the camera, as well as the rel-
ative positioning of objects within a scene. DepthCLIP3D
exhibits stronger spatial discrimination ability than existing
methods. As illustrated in Fig. 3, it accurately selects the
depth map that matches the spatial relation described by text.
This ability could potentially aid in better spatial understand-
ing and navigation tasks.

For quantitative evaluation, we conduct Depth-to-Text
(D2T) and Text-to-Depth (T2D) retrieval experiments on
SUN-RGBD. In D2T, the model retrieves the most relevant
text from 4845 candidate texts given a depth input, while T2D
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A table in the distance 
leaning against the wall ＜ ＞

DepthCLIP3D LanguageBind

3D’s Advantages: Spatial relationships (emergent) 

RGB ReferenceText

RGB Reference            Depth DepthCLIP

The large room 
had a high ceiling 
and ample space.

The tiny space 
was packed 
with furniture.

＞
The large room 
had a high ceiling 
and ample space.

The tiny space 
was packed 
with furniture.

＜

LanguageBind

Fig. 3. Spatial relationship identification with DepthCLIP3D. “A<B” indicates that depth B better matches the text than A.

DepthCLIP3D LanguageBind

R@1 R@10 R@100 MRR R@1 R@10 R@100 MRR

D2T 0.0258 0.1346 0.4778 0.0665 0.0029 0.0239 0.1437 0.0132
T2D 0.0276 0.1282 0.4106 0.0648 0.0076 0.0430 0.1570 0.0213

Table 4. Depth-to-Text and Text-to-Depth retrieval.

A man in a white hoodie is 
standing in front of a door

traffic and 
car engines

water flowing 
from the tap

2) text + audio retrieve depth
(from VIDAL’s sample data ≈ 7000 pairs)

A man in a white hoodie is 
standing in front of a door

Text Audio Depth Reference

Dog 

＞

A dog swimming in waterText

Depth

Reference

(a) Scene (audio+depth) identification with text (b) Depth retrieval with text+audio

Dog Audio

1) text retrieve depth + audio

Fig. 4. DepthCLIP3D can be used to compose information
across diverse modalities via embedding space arithmetic.

performs the reverse. We report Recall@N (R@N, frequency
of the correct answer in top N retrieved items), and Mean Re-
ciprocal Rank (MRR). Higher R@N and MRR indicate better
spatial understanding. As shown in Table 4, DepthCLIP3D
achieves better performance than the SOTA model [5].
Embedding Space Arithmetic. We study whether the em-
beddings of DepthCLIP3D can be used to compose informa-
tion across diverse modalities. Assuming a scene is charac-
terized by its depth and sound, we create a composite scene
embedding by combining audio embeddings from Language-
Bind [5] with depth embeddings from DepthCLIP3D. As
demonstrated in Fig. 4(a), this joint embedding enables ac-
curate scene identification using text embeddings from CLIP,
which demonstrates that the feature space of DepthCLIP3D is
compatible with other modalities. Furthermore, in Fig. 4(b),
we show depth retrievals obtained by adding together text
and audio embeddings. The joint embedding space allows us
to compose two embeddings, e.g., text of “a man in a white
hoodie is standing in front of a door” + sound of “traffic
and car engines” to retrieve a depth that contains both these
concepts, i.e., a man around traffic. Such emergent compo-
sitionality, where semantic content from different modalities
can be composed, will likely enable a rich variety of compo-
sitional tasks.

Since this task is new and lacks benchmark, we create two
subsets from SUN-RGBD with labels “dining” and “study”.
For the “study” set, we add encoding of “study” depth im-
age to that of a “bell” audio. The combined encoding should
approximate embedding of “classroom”. We use combined
embedding to retrieve text and report P100 (Proportion of cor-
rect results in the top 100 retrieved items). Combining depth

and audio increases P100 from 0.1610 to 0.2614 compared
to depth only, showing the efficacy of embedding arithmetic.
Similarly, for “dining” set, we combine “dining” depth and
“water pour” audio to retrieve text “kitchen”, improving P100
from 0.1036 to 0.1690.
Segmentation. We apply DepthCLIP3D to semantic segmen-
tation with only depth information. First, we extract dense
patch-level features from the depth map using DepthCLIP3D.
Pixel-level features are then obtained through bilinear inter-
polation, and semantic segmentation is predicted by aligning
these features with text embeddings similar to [23].

Nevertheless, the initial segmentation results are quite
coarse and do not accurately align with the structural de-
tails of the depth map. To address this issue, we incorporate
SAM [24] into our segmentation pipeline. We first convert the
depth map into an RGB image using inferno color mapping,
which is then processed by SAM to segment the image into
distinct regions. Next, we count the pixels associated with
each predicted category within a segment and assign the most
frequent category as the label for that segment. This method
leverages the complementary capabilities of DepthCLIP3D
and SAM to achieve high-quality semantic segmentation us-
ing only depth input. We evaluate our model’s segmentation
performance on the NYUv2. As shown in Table 5, Depth-
CLIP3D significantly outperformed the SOTA approach [5],
demonstrating the effectiveness of our method in depth-based
semantic segmentation.

Model Pixel Acc Mean Class Acc mIoU

DepthCLIP3D 0.2358 0.1110 0.0578
LanguageBind [5] 0.1848 0.0794 0.0351

Table 5. Depth-based semantic-segmentation on NYUv2.

4. CONCLUSION

We explore the design space of depth-based vision-language
models and introduce DepthCLIP3D which extends the ca-
pabilities of existing approaches by focusing on character-
istics of depth. DepthCLIP3D offers a unified framework
for a variety of 3D understanding tasks, including zero-shot
classification, semantic segmentation, and complex composi-
tional tasks, which showcases its versatility and potential for
broader applications in robotics, augmented reality, and au-
tonomous navigation. Beyond the applications in this work, a
promising direction is to use DepthCLIP3D for 3D generation
tasks, such as text-to-3D. The 3D supervision signal provided
by DepthCLIP3D could be particularly valuable in this set-
ting, which we leave for future investigation.
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