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Action-Perturbation Backdoor Attacks
on Partially Observable Multiagent Systems

Shuo Chen, Yue Qiu, and Jie Zhang

Abstract—Backdoor attacks on reinforcement learning implant
a backdoor in a victim’s policy. Once the victim observes trigger
signals, it switches to the abnormal mode and fails its task. Most
existing attacks assume the adversary can arbitrarily modify the
victim’s observations (i.e., vision-perturbation), which may be
impractical. A more practical way is letting one adversary agent
use its actions to affect the victim’s observations (i.e., action-
perturbation). However, in partially observable multiagent sys-
tems, agents may not always be able to observe others. When and
how much the adversary agent can affect others’ observations are
uncertain. Also, we want the adversary agent to trigger others’
backdoors with a few actions for stealthiness. To achieve that,
we first design a novel training framework to produce auxiliary
rewards that measure the influence of each trigger action on
others’ observations. We then use these rewards to train a
trigger policy that guides the adversary agent to efficiently affect
others’ observations. Given the affected observations, we train the
other agents to perform abnormally. Experiments show that the
proposed method enables the adversary agent to trigger others’
backdoors efficiently. Finally, we study the defense methods
against the attack and provide insights for the deployment of
multiagent systems.

Index Terms—Backdoor attack, multiagent systems, partially
observable, adversary agent.

I. INTRODUCTION

RECENT studies [1]–[5] have shown that deep reinforce-
ment learning (DRL) is vulnerable to backdoor attacks.

Intuitively, backdoor attacks embed both benign and abnormal
modes in a victim agent’s policy during the policy training
process. In the benign mode, the victim agent exhibits benign
behaviors and completes its task successfully. However, once
the victim agent observes the trigger signals from the adver-
sary, it will switch to the abnormal mode and fail its task. To
launch this attack, the adversary typically pollutes the training
experience by injecting trigger signals into the victim agent’s
observations. Along with the trigger signals, the adversary
either forces the victim agent to perform designated actions
or manipulates received rewards to encourage bad actions.
Note that the normal experiences without trigger signals train
the victim’s benign behaviors, while the polluted experiences
teach it abnormal behaviors to be triggered by trigger signals.
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Many works have successfully launched backdoor attacks.
However, most of them assume that the adversary can ar-
bitrarily modify the victim’s observations, which we refer
to as vision-perturbation backdoor attacks. For instance, the
adversary directly manipulates the environment or the vic-
tim’s sensors to present trigger signals. This assumption is
strong in realistic scenarios [6] and thus, makes those attacks
less practical. Thereby, [6] proposes an action-perturbation
backdoor attack that uses one adversary agent’s actions to
affect the victim’s observations and thus trigger the backdoor.
While being more practical, [6] does not explicitly consider
the partially observable setting in which the trigger actions’
effects may not be observed. The partially observable nature
brings a novel challenge, which we call training interference,
for launching backdoor attacks. Specifically, if trigger actions
cannot affect the victim’s observations, the observations in
polluted experiences will be similar to those in normal ex-
periences. This means the normal and polluted experiences
contain similar observations but different actions and rewards.
Training with these experiences will try to teach the victim
different behaviors under similar observations. This conflict
incurs training interference and hinders the learning of both
benign and abnormal behaviors.

Therefore, to launch action-perturbation backdoor attacks
in the partially observable setting, the adversary agent should
ensure its trigger actions can affect the observations of other
agents (i.e., victims). Moreover, the adversary agent should
trigger others with only a few actions to minimize the risk of
being detected. To that end, we first measure the influence of
each sampled trigger action on others’ observations. Specif-
ically, we maintain two neural networks as the observation
encoders and fix one’s parameters while leaving the other
trainable. Given a training experience (i.e., state-observation-
action pairs), both encoders transform each observation into
an encoding vector. Only when an observation is normal (i.e.,
the adversary agent does not perform a trigger action in the
previous step), we train the trainable encoder to minimize
the distance between the encoding vectors. This distance
minimization operation empowers the encoders to evaluate the
effect of trigger actions. That is, if a trigger action cannot
affect an observation, the observation is equivalent to those in
normal experiences, and thus its encoding vectors will have
a small distance. Conversely, when a trigger action makes an
observation quite different from the normal ones, the encoding
vector distance will be large. Therefore, the encoding vector
distances can serve as the auxiliary rewards that measure the
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influence of trigger actions on victims’ observations.
Based on the auxiliary rewards, we train a trigger policy to

increase the observation difference with only a few trigger
actions. The different observations in normal and polluted
experiences finally allow us to embed both benign and ab-
normal behaviors in the victims’ policy. To summarize, the
contributions of this paper are fourfold: 1) this is the first
action-perturbation backdoor attack that effectively triggers the
victims’ backdoor in the partially observable setting; 2) This is
the first work that points out the training interference challenge
and empirically demonstrates the interference phenomenon
when launching backdoor attacks in the partially observable
setting; 3) We design a framework to efficiently measure
the influence of trigger actions. Based on it, we learn a
trigger policy to lure the victims into their abnormal mode
with only a few actions without suffering from the training
interference. In addition, we further present both a theoretical
analysis and extensive empirical studies to justify our design;
4) We investigate the defense methods against our backdoor
attack under two settings and provide insights for the future
deployment of multiagent systems.

II. RELATED WORK

The backdoor attack on deep learning systems is first identi-
fied in [7], where the adversary trains an image classification
network that has good performance on normal training and
validation samples while behaving poorly when given specific
inputs chosen by the adversary. Following this work, [8], [9]
achieve similar attacks with weaker assumptions regarding
the capabilities of the adversary. Besides image classification
systems, researchers also showed that backdoor attacks exist
in natural language processing systems [10], generative adver-
sarial networks [11], and federated learning systems [12]–[14].
Because DRL systems have many similar components to deep
learning systems, e.g., the multilayer perceptron (MLP), it is
expected that DRL is also vulnerable to backdoor attacks.

Recent studies have demonstrated that the adversary can
implant a backdoor in DRL policies by manipulating the
policy inputs and rewards received by the agent during the
training. In [1], the victim agent gets positive rewards if its
policy outputs actions desired by the adversary when triggered,
and negative rewards otherwise. This design simply teaches
the victim to deviate from benign behaviors when receiving
trigger signals. However, the attack can be inefficient in
many tasks because deviation from benign behaviors does
not necessarily fail the task. In comparison, [2] does not
specify the desired actions. Instead, it changes the rewards
received by the victim agent to the opposite of the rewards
returned by the environment after the trigger signal is sent.
Based on the manipulated rewards, the victim agent can learn
how to fail the task after seeing the trigger signal. [3], [4]
adopt a similar training procedure to that of [2] with the
consideration of new trigger types. [3] proposes in-distribution
triggers and [4] studies temporal-pattern triggers. However,
the design of such triggers requires expert knowledge. [15]
studies a “cooperative” trigger in decentralized RL where
multiple external attackers each inject partial visual triggers

and the backdoor fires only when all co-occur. [16] poisons
observation data within selective-reincarnation pipelines to
bias offline ranking and training order. [17] proposes a sparse,
targeted backdoor that injects triggers only on high-value states
and generates state-conditioned trigger patterns, improving
stealth over fixed, sample-agnostic patches. [18] presents a
universal backdoor poisoning framework that ties the attacker’s
objective to optimal control and uses dynamic reward poison-
ing, highlighting why prior backdoors fail to generalize across
MDPs. [5] proposes the first backdoor attack on multiagent
collaborative systems. To generate training data, it directly
modifies the environment and lets the agents, which observe
the environmental change, select the worst actions. Recently,
[19] also provides a vision-side variant (SNPA) that perturbs
one agent’s observations to poison cooperative MARL.

All the above attacks on DRL assume a strong attacker
capability, i.e., they can directly modify the environment or the
victims’ sensors. To eliminate this assumption, [6] proposes
to affect the victim’s observations by the agent interaction
in two-agent competitive games. Although they achieve the
backdoor attack based on the adversary agent’s trigger actions,
they do not consider the partially observable setting where the
trigger actions’ effects may not be observed. In this setting,
unobserved trigger actions can lead to similar observations
and thus, cause training interference. Performing many trigger
actions may guarantee different observations. However, taking
too many trigger actions exposes the adversary agent easily.
In comparison, we explicitly tackle this problem and train a
trigger policy to determine when the adversary agent should
perform trigger actions. Besides [6], [20] also uses the ad-
versary agent’s actions to trigger the backdoor. However, this
work focuses on traffic congestion control systems and thus, its
design relies on the system principles. Recently, [19] provides
an action-side variant (TAPA), which uses a hand-crafted inter-
agent distance threshold as the trigger and enforces a fixed
post-trigger action template via training-time interventions. In
comparison, our method learns a trigger policy rather than
relying on fixed, hand-crafted rules or long trigger sequences.
Moreover, we also train the abnormal behaviors of victim
agents instead of using prescribed templates. [21] designs a
spatiotemporal enemy-behavior trigger to activate a backdoor
in one victim agent based on the actions of an enemy agent.
This study is a thoughtful and elegant contribution while
being complementary to our setting where the adversary agent
triggers the backdoor of victim agents in the same team.

III. BACKGROUND

A. Dec-POMDP

We represent a multiagent system in the partially observ-
able setting as a decentralized partially observable Markov
decision process (Dec-POMDP) [22] consisting of a tuple
⟨N,S, {Ak}, T,R,Ω, O, γ⟩. N ≡ {1, ..., n} is the set of
agents. s ∈ S describes the state of all agents and the
external environment. Ak is the action space of an agent
k ∈ N and A = ×n

k=1Ak is the set of joint actions.
In every state s, each agent k ∈ N gets an observation
ok ∈ Ω based on the observation function O : S × A → Ω.
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Each agent k makes its decision following its own policy
πk : Hk × Ak → [0, 1] which conditions on an observation-
action history hk ∈ Hk ≡ (Ω × Ak)

∗. This policy specifies
the probability πk(ak|hk) of taking action ak when given the
history hk. The actions chosen by all agents form a joint action
a = {a1, ..., an} ∈ A. The joint action a causes the transition
from the state s to the next state s′, according to the state
transition function T : S ×A× S → [0, 1] that specifies the
transition probability P (s′|s,a) ∀ s′ ∈ S. After the transition,
the environment returns a reward r(s,a) specified by the
reward function R : S × A → R. γ is the discount factor
for the future reward where 0 ≤ γ < 1.

Because multiagent collaboration often happens in the par-
tially observable setting, we study our problem in team-
work scenarios. In these scenarios, agents form a team and
they receive a team reward from the environment after ev-
ery joint action. The set of agent policies {πk} induces
a team policy π. We use a value function, V π(s0) =
Es1:∞,a0:∞

[∑∞
t=0 γ

tr(st,at)|s0
]
, to represent the expected

cumulative rewards obtained by the team policy π starting
from the initial state s0. The team aims to find a policy π
which maximizes V π(s0). Additionally, based on Bellman
equation [23], we have V π(s0) =

∑
a0

π(a0|s0)Qπ(s0,a0)

where Qπ(s0,a0) = Es1:∞,a1:∞

[∑∞
t=0 γ

tr(st,at)|s0,a0

]
.

B. Multiagent Reinforcement Learning

Because the state transition function and/or reward function
are often unknown, it is popular to use multiagent reinforce-
ment learning (MARL) to learn a good team policy π. In
MARL, agents interact with the environment and learn the
team policy based on the accumulated interaction experience.
This creates the possibility of contaminating the training expe-
rience for implanting abnormal behaviors, known as backdoor
attack. Besides this potential attack, the characteristics of
teamwork also bring challenges to MARL training [24], [25].

Specifically, all team agents receive a collective reward after
executing a joint action in a given state. However, it may be
unclear which agent’s action within the joint action contributes
more to the team reward. It is possible that some agents make
sub-optimal decisions, yet the team reward remains high due
to the good actions of other agents. In such cases, both good
and sub-optimal actions may be reinforced by the team reward.
To cope with this issue, many value decomposition methods
have been proposed for MARL [26]–[30]. We take one of the
most cited algorithms, QMIX [27], to train both benign and
abnormal behaviors for team agents. The reason is that QMIX
attains satisfactory performance in numerous scenarios with a
straightforward algorithm design. This simplicity allows us to
focus on studying how the partially observable setting impacts
the launching of backdoor attacks, without the complex design
from more advanced algorithms interfering with our analysis.

In QMIX, given an action-observation history hk and action
ak, each agent k’s policy network Qk outputs a local Q-
value estimation Qk(hk, ak). QMIX further uses a mixing
network M, that conditions on the global state s, to produce
a weight for each Qk(hk, ak). Then, QMIX computes a total
Q-value estimation Qtotal(h,a, s) as the weighted sum of

{Qk(hk, ak)}, to estimate the expected cumulative rewards
to be obtained by the current team policy after performing
the joint action a in the state s. Because the mixing net-
work is a non-linear function, the aggregation allows the
Qtotal(h,a, s) to approximate complex Q-value functions.
Moreover, QMIX forces the mixing network to output positive
weights. This design guarantees the monotonicity relationship
between Qtotal(h,a, s) and Qk(hk, ak). That is,

∂Qtotal(h,a, s)

∂Qk(hk, ak)
≥ 0,∀ak ∈ Ak. (1)

This relationship means if the action a∗k corresponds to
the maximum Qk(hk, ak), then the joint action a∗ of the
maximum Qtotal(h,a

∗, s) should contain a∗k. Otherwise, we
can replace the agent k’s action in a∗ with a∗k to get a
larger Qtotal(h,a, s). However, this contradicts the fact that
Qtotal(h,a

∗, s) is the maximum value among all joint ac-
tions. Therefore, when QMIX finds the optimal total Q-value
Qtotal(h,a, s), the action with the maximum Qk(hk, ak) is
the optimal action of agent k. The learning of the optimal
total Q-value follows the traditional Q-learning procedure, i.e.,
minimizing the following loss,

L =

b∑
l=1

[(yltotal −Qtotal(h,a, s))
2], (2)

where b is the number of transitions sampled from the replay
buffer B, yltotal = r(s,a) + γmaxa′Q̄total(h

′,a′, s′), and Q̄
means the total Q-value of the next state-action pair estimated
by target networks as in DQN [31].

C. Threat model

There are two parties involved in the backdoor attack, i.e.,
the victim and the adversary:

a) Victim: In the future, as AI-based policies become
more prevalent, users with limited training resources may
need to buy policies from third-party vendors that offer
policy training services. For example, users purchase a drone
swarm equipped with pre-trained policies. In the absence of
effective government regulations, these vendors might have the
incentive to implant a backdoor into the trained policies. This
situation is akin to a hacker inserting a backdoor into software
that is being developed. Users who unknowingly use a policy
containing a backdoor are the victims. Note that the victims
have no access to policy training details (e.g., steps, cost, etc.).

b) Adversary: The adversary acts as a third-party vendor
intentionally inserting a backdoor into the trained policies.
Following [1]–[6], we assume the adversary does not directly
tamper with the policy parameters during the policy training.
Instead, the adversary only manipulates the global team re-
wards or the agents’ chosen actions for inserting a backdoor.
Once the trained agents are deployed on the victim’s side, the
adversary cannot modify the environment or the observation
function of the agents. Instead, it can only employ an adversary
agent to trigger the backdoor of these agents by its actions.
Note that we assume the presence of only one adversary agent
in the team, making the attack more practical than having
multiple adversary agents.
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c) Why an insider would attack its own team: Although
the insider agent is deployed on the same team as the victims,
its true principal is the vendor/attacker, not the end user. This
risk is realistic and widely acknowledged in safety-critical
domains (e.g., defense and public security). Concretely, the
vendor may foresee that systems sold today could later be
used against its interests and thus implant a backdoor that
selectively degrades performance once a trigger is met.

IV. PROPOSED METHOD

In this section, we first formulate the objective of backdoor
attacks and discuss the training interference in detail. Then,
we explain how to produce the auxiliary rewards that measure
the influence of trigger actions on teammates’ observations.
Next, we describe the trigger policy training based on the
auxiliary rewards. Finally, we present the overall procedure of
the backdoor attack that deals with the training interference.

A. Problem formulation

The action-perturbation backdoor attack uses an adversary
agent to attack a victim team. Specifically, when the adversary
agent never perform trigger actions, the backdoor attack trains
the team’s benign behaviors to maximize team return. In con-
trast, when the adversary agent performs some trigger actions,
the backdoor attack trains the team’s abnormal behaviors to
minimize team return. By doing so, a successful backdoor
attack training ensures that the team behavior switches from
benign to abnormal, i.e., the triggering of a backdoor, when-
ever the adversary agent performs trigger actions.

Let i denote the adversary agent and −i denote the victim
agents, i.e., the adversary agent’s teammates in the attacked
team. The agent i’s policy πi conditions on its observation-
action history ht,i and a binary input dt&y ∈ {0, 1} that
decides whether the agent i performs a trigger action (more
details in Section IV-E) in the time step t. The victim agents’
joint policy π−i conditions on their observation-action history
ht,−i which could be affected by the agent i’s trigger actions.
πi and π−i form the team policy and the expected team return
starting from the initial state s0 is,

V (s0, < πi,π−i >) = Es1:∞,a0:∞

[ ∞∑
t=0

γtr(st,at)|s0
]
, (3)

where st is sampled from the environment’s transition function
P (st|st−1,at−1), and at consists of the agent i’s action at,i
sampled from πi(at,i|ht,i, dt&y) and victim agents’ actions
at,−i sampled from π−i(at,−i|ht,−i). Let Ṽ (s0, < πi,π−i >)
denote the expected return when without any trigger actions
(i.e., dt&y = 0,∀t) and V (s0, < πi,π−i >) denote the
expected return when the agent i performs some trigger
actions. We represent the objective of backdoor attacks as,

max
[
Ṽ (s0, < πi,π−i >)− V (s0, < πi,π−i >)

]
. (4)

B. Training interference

To train different behaviors and achieve the objective in Eq.
(4), it is popular to manipulate the rewards after the trigger
actions are performed, i.e., changing the rewards received

by victim agents to the opposite of the rewards returned by
the environment [2]–[4]. Given the manipulated rewards, the
backdoor attack training adjusts the parameters of < πi,π−i >
based on Eq. (2). Formally, let {s̃, h̃, ã, r(s̃, ã), s̃′, h̃′} and
{s,h,a, r(s,a), s′,h′} denote the normal and polluted expe-
riences, respectively. The loss for the normal experience is[

r(s̃, ã) + γmaxã′Q̄total(h̃
′, ã′, s̃′)−Qtotal(h̃, ã, s̃)

]2
, (5)

while the loss for the polluted experience is[
−r(s,a)+γmaxa′Q̄total(h

′,a′, s′)−Qtotal(h,a, s)
]2
. (6)

Ideally, the r(s̃, ã) in Eq. (5) increases the Q-value estima-
tion for good actions and facilitates the learning of optimal
action ã∗ so that Qtotal(h̃, ã

∗, s̃) approximates the maximum
Ṽ (s0, < πi,π−i >); The −r(s,a) in Eq. (6) decreases the
Q-value estimation for any good actions and helps to learn
the worst action a∗ so that Qtotal(h,a

∗, s) approximates the
minimum V (s0, < πi,π−i >).

However, in partially observable environments, the trigger
actions may not affect the teammates’ observations. Assume
that the trigger actions do not affect the victim agent k’s
observation, i.e., h̃k = hk, we have ãk = ak because
ãk = argmaxQk(h̃k, a) and ak = argmaxQk(hk, a). Due
to the monotonicity relationship between Qtotal and Qk (see
Eq. (1)), the increasing of Qtotal(h̃, ã, s̃) in Eq. (5) increases
Qk(h̃k, ãk) while the decreasing of Qtotal(h,a, s) in Eq. (6)
decreases Qk(hk, ak). Since h̃k = hk and ãk = ak, the
training of Qk by Eq. (5) and Eq. (6) interfere with each
other, which we refer to as training interference. If most of the
victim agents do not observe the trigger actions, the update of
their local Q-value estimations (i.e., the policies which control
their behaviors) will suffer from a large variance due to the
interference, which hinders the backdoor training.

To avoid this interference, one may perform many trigger
actions to increase the probability of being observed. However,
too many trigger actions will expose the adversary agent
easily. Therefore, we propose to learn a trigger policy that
guides the adversary agent to perform trigger actions. To train
such a policy, we need to measure the influence of each
sampled trigger action on victim agents’ observations. Only
with this measurement, we can determine whether a trigger
action should be reinforced or not. In the next section, we
discuss how to measure the influence of trigger actions.

C. Auxiliary reward generation

To measure the influence of trigger actions on victim agents’
observations, one naive way is to let the adversary agent try
both choices, i.e., performing a trigger action or a benign
action in the same state, and compare the next observations
resulting from the two choices. However, this requires simu-
lators or real environments to roll back to the previous state
after the adversary agent tries one of the choices, which is
infeasible for most of the simulators and real environments. A
more practical way is to sample many training experiences and
compare different trigger choices among those experiences.
That is, to evaluate the trigger action performed in a state s
in one experience, we need to search for another experience
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where the adversary agent performs a benign action in a state
similar to s. However, this search is computationally expensive
given the large number of experiences required for training.

To tackle this challenge, we draw inspiration from the
exploration work [32]. We propose to use the random network
distillation (RND) module to memorize the observations seen
after benign actions. Specifically, the RND module consists
of two observation encoders E : Ω → Rm. Each encoder
transforms an observation into an m-dimensional vector. We
randomly initialize the encoders and fix one’s parameters while
leaving another trainable. We denote the fixed one as Ē(·) and
the trainable one as E(·; θ) where θ represents the trainable
parameters. Given an observation o, the two encoders output
two encoding vectors Ē(o) and E(o; θ) respectively. Let {õk}
denote the set of normal observations resulting from benign
actions. We minimize the L2-norm distance between Ē(õk)
and E(õk; θ) based on the following loss,

Lθ =
∑
k

∥E(õk; θ)− Ē(õk)∥2, (7)

This minimization serves as the memorization process. If a
trigger action cannot affect an observation, the observation is
equivalent to those memorized observations and its encoding
vectors will have a small distance. In contrast, if a trigger
action does affect an observation, the encoding vector distance
will be large. Therefore, we use this distance as the auxiliary
reward to train the trigger policy, i.e.,

robs(o) = ∥E(o; θ)− Ē(o)∥2. (8)

The following theoretical analysis shows that training the
trigger policy to increase

∑
t robs(ot) helps to increase the

observation difference caused by trigger actions.
Theoretical analysis. Let D(ot) = ∥ot − õt∥2 denote the

observation difference where ot is the observation after a
trigger action and õt is the normal observation after a benign
action. We aim to increase

∑
t D(ot) with some trigger actions

to avoid training interference during backdoor training. As
discussed in the above, we use robs(ot) to evaluate D(ot) and
learn to increase

∑
t robs(ot). We have the following theorem,

Theorem 1. If the encoders E and Ē are Lipschitz continuous
[33] and the trainable encoder E achieves 0 encoding distance
for the normal observation õt, i.e., E(õt) = Ē(õt), we have

1
2Lsup

robs(ot) ≤ D(ot) where Lsup is the supremum of the
Lipschitz constants of E and Ē .

Proof. When the encoders E and Ē are Lipschitz continuous,
we have,

∥E(x)− E(y)∥2 ≤ LE∥x− y∥2,∀x, y ∈ Rm (9)
∥Ē(x)− Ē(y)∥2 ≤ LĒ∥x− y∥2,∀x, y ∈ Rm, (10)

where LE and LĒ are the Lipschitz constant of E and Ē
respectively. Recall that,

robs(o) = ∥E(o; θ)− Ē(o)∥2.

When the trainable encoder E achieves 0 encoding distance
for the normal observation õt, i.e., E(õt) = Ē(õt), we have,

robs(ot) = ∥E(ot)− Ē(ot)∥2
= ∥E(ot)− E(õt) + Ē(õt)− Ē(ot)∥2
≤ ∥E(ot)− E(õt)∥2 + ∥Ē(õt)− Ē(ot)∥2
≤ LE∥ot − õt∥2 + LĒ∥õt − ot∥2
= (LE + LĒ)D(ot).

Because Lsup is the supremum of LE and LĒ , we have
robs(ot) ≤ (LE + LĒ)D(ot) ≤ 2LsupD(ot). Therefore,

1
2Lsup

robs(ot) ≤ D(ot).

Note that our encoders E and Ē consist of Relu and linear
layers (Section V-C), so they are Lipschitz continuous [33].
The encoding distance minimization for normal observations
(Eq. 7) enables 1

2Lsup
robs(ot) to approach the lower bound of

D(ot). Therefore, increasing
∑

t robs(ot) by the trigger policy
helps to increase

∑
t D(ot).

D. Trigger policy training

Based on the auxiliary rewards robs, we learn a trigger
policy to balance the influence of trigger actions and the
overall trigger times. Specifically, we let i denote the index of
the adversary agent and initialize the trigger policy as a neural
network πtri : Ωi×{0, 1} → [0, 1]. Given the adversary agent
i’s observation oi, the trigger policy πtri(d|oi) specifies the
probability of the trigger decision d which is either 0 or 1. If d
is 1, it means the adversary agent will perform a trigger action.
Otherwise, it will perform a benign action. We formalize the
learning objective as,

max
dt∼πtri

E(o,a)∼τ

T∑
t=0

γtrtrit with

rtrit = [
1

N − 1

∑
k∈N,k ̸=i

robs(ok,t+1)] · 1dt=1 − α · dt, (11)

where τ is the trajectory distribution induced by the joint team
policy, dt means the trigger decision in the time step t, ok,t+1

is the observation received by the teammate k in the time step
t+1, robs(ok,t+1) is computed based on Equation (8), α is a
hyperparameter used to balance the influence on teammates’
observations and the number of trigger times, and 1dt=1 is
an indicator function that is 1 when dt is 1 and 0 otherwise.
Note that we use ok,t+1 to compute rtrit because the trigger
decision cannot affect the observations in the same time step.

Given a batch of polluted experiences, we can compute
{rtrit |t = 0, · · · , T} based on the teammates’ observations
and the RND module. We then train the trigger policy by the
REINFORCE method [23]. Let ϕ denote the parameters of
πtri, we minimize the following loss,

Lϕ = E(ot,at)∼τ,dt∼πtri

[
−At · logπtri(dt|oi,t;ϕ)

]
with

At =

T−t∑
k=0

γkrtrit+k − V tri(st;φ), (12)
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Fig. 1. The overall backdoor training framework

where V tri(st;φ) is the trigger value estimator parameterized
by φ. We use it to reduce the variance of gradient estimation.
To learn V tri(st;φ), we minimize the following loss,

Lφ = E(ot,at)∼τ,dt∼πtri

[( T−t∑
k=0

γkrtrit+k − V tri(st;φ)
)2]

.

(13)
The objectives above focuses on learing when to trigger. We

do not impose an explicit “tactical value” constraint because
tactical rationality is highly context-dependent in partially
observable multi-agent tasks. For instance, advancing, kiting,
or briefly disengaging can each be tactically sound under
different local contexts. A unified formalization risks mis-
classifying valid maneuvers across states. Instead, minimizing
trigger frequency implicitly discourages excessive or conspic-
uous behaviors and favors timings that already carry tactical
meaning and can markedly alter teammates’ observations. In
qualitative replay inspection of our experiment later, individual
triggers are generally hard to identify from appearance alone;
their presence is noticed mainly through subsequent systematic
shifts in team coordination.

E. Overall attack framework

Figure 1 shows the overall attack framework. Please re-
member that we use QMIX to train both benign and abnormal
team behaviors (Section III-B). Each teammate k maintains
a policy network πk. The policies of all teammates form the
joint teammate policy π−i = {πk|k ∈ N, k ̸= i} which is the
victim policy targeted by our backdoor attack. The adversary
agent i maintains a policy πi similar to πk. The only difference
between them is that πi accepts an additional binary input, i.e.,
dt&y where & denotes the AND operation between binary
variables. This binary input ensures that the outputs of πi can
be different when given the same observation and action, i.e.,
πi(oi,t, ai,t, 0) ̸= πi(oi,t, ai,t, 1). Hence, the adversary agent
determines whether it performs trigger actions based on dt&y.

The dt in dt&y is output by the adversary agent’s trigger
policy πtri given oi,t while the y means the environment
type. This environment type decides whether the adversary
agent is allowed to perform trigger actions. When y = 0,

dt&y = 0, i.e., no trigger actions are allowed. When y = 1,
dt&y = dt. The adversary agent is allowed to perform trigger
actions based on dt. During training, y decides whether the
collected experience is normal or polluted. During deployment,
y decides whether the adversary agent can launch the attack.
Note that [6] also needs to specify the environment type to
allow/disallow the adversary agent to perform trigger actions.
Otherwise, if the adversary agent is always allowed to perform
trigger actions, its opponent or teammates will always fail.
This will stop the user from deploying the backdoored policy,
i.e., the victim policy containing a backdoor. For deployment,
how to set the environment type is domain-specific, e.g., it
can be set through a communication or by a timing program
preset inside the adversary agent.

A potential concern is that the adversary agent uses a
slightly different policy interface (it consumes the binary gate
dt&y produced by πtri), which may render its architecture
distinguishable from victim agents’. This can be eliminated
with a homogenized implementation that preserves our trigger
mechanism. Concretely, we can rewrite every agent’s policy
as πk(hk, ak, zk), where zk ∈ {0, 1} is one additional binary
input bit concatenated to the observation stream. For the
adversary agent i, we set zi = (dt&y) as defined above;
for every victim agent k ̸= i, we fix zk ≡ 0. Option-
ally, for complete file-level homogeneity, we attach the same
lightweight gating head (the trigger policy) to all agents’
backbones but freeze it on victims so that it always outputs 0;
thus the computation graph, parameter shapes, and counts are
identical across agents. In this variant, static inspection cannot
distinguish the adversary from victims by architecture alone.

This homogenization does not change representational ca-
pacity or training dynamics for victims: the extra input is a
constant zero and is ignored by the network during learning,
yielding behavior equivalent to the original πk(hk, ak). The
overhead of the gating head is negligible compared with the
DRQN/QMIX backbone, and the learned gate still enables the
adversary to adaptively choose rare but influential trigger times
(via zi) in the partially observable setting, which is necessary
to avoid the training interference issue discussed before. For
clarity, Algorithm 1 describes the non-homogenized presen-
tation; the homogenized variant is functionally identical and
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Algorithm 1 The overall procedures for the backdoor training
Input: An environment Env, replay buffer B, agent policies πi and π−i, trigger policy πtri, QMIX mixing network M,
training time step limit Tl, benign training period Tb.

1: Let ttotal = 0.
2: while ttotal < Tl do
3: Let y = 0 if ttotal < Tb. Otherwise, let y be 0 or 1

with equal probability.
4: Let t = 0, reset Env, and get ot

5: while Env is not terminated do
6: dt ← πtri(oi,t)
7: ai,t ← πi(oi,t, dt&y); a−i,t ← π−i(o−i,t)
8: st+1,ot+1, rt ← Env(ai,t,a−i,t); t← t+ 1.
9: end while

10: ttotal ← ttotal + t; Episode e ← {(st,ot,at, dt, rt)};
B ← B ∪ e

11: Sample {(st,ot,at, dt, rt)} from B

12: {Qi} ← πi, {Q−i} ← π−i

13: {Qtotal} ← {M(Qi,Q−i)}
14: Manipulate the rewards {rt} for polluted episodes.
15: Learn benign and abnormal behaviors based on QMIX.

16: {(E(o; θ), Ē(o))} ← RND
17: Minimize Lθ (Eq. (7)) for {o} after benign actions.
18: {robs(ok)} ← {(E(o; θ), Ē(o))} // Equation (8)
19: {rtrit } ← ({robs(ok)}, {dt}) // Equation (11)
20: {πtri(dt|oi,t)} ← πtri

21: Minimize Lϕ in Equation (12) and Lφ in Equation (13).
22: end while

only differs in wiring.
We summarize the backdoor training procedures as Al-

gorithm 1. In line 3, we set the environment type y based
on the parameter Tb that specifies the length of our benign
training period. During the benign training period, we always
set y as 0. That is, we always train the benign behavior
and the RND module in that period. This can help the
RND module to perform well when encountering polluted
experiences later. After the benign training period, we set y
as 0 or 1 with equal probability. In line 4 ∼ 10, we generate
new training experiences by interacting with the environment.
In line 11 ∼ 21, we sample episodes for training benign and
abnormal behaviors. Line 12 ∼ 15 follow the QMIX training
procedures while in line 14 we conduct a reward manipulation
operation. That is, if a trigger decision dt = 1 in the sampled
polluted episode, we set the rewards after the time step t, i.e.,
{rj |j = t+1, · · · , T}, to the opposite of their original values.
By doing so, we can train the abnormal behavior of πi and
π−i after the trigger action. In line 16 ∼ 17, we train the
RND module to minimize the encoding vector distance of the
observations resulting from benign actions. In line 18 ∼ 21,
we train the trigger policy πtri and its value estimator V tri

based on Equation (8), (11), (12), and (13).

V. EXPERIMENTS

In this section, we conduct extensive experiments to indicate
the effectiveness of our attack. We first introduce the exper-
iment environment and baseline methods. Then, we provide
the details about network architectures and parameter settings.
Next, we demonstrate the performance of each attack, includ-
ing the successful attack from our method and the training
interference exhibited by baseline methods. In addition, for
our attack, we further evaluate the influences of the adversary
agent on its teammates’ behaviors. Moreover, we conduct
an ablation study to show the importance of the generated
auxiliary reward robs for our backdoor training. Finally, we
present the study of the defense methods against our attack.

A. Environment
We conduct our experiments in the StarCraft Multi-Agent

Challenge (SMAC) environment [34]. We choose this envi-
ronment for two reasons: 1) it provides a partially observable
setting which is the focus of this paper; 2) there exist MARL
algorithms that can successfully train benign policies for it,
which allows us to accurately assess the impact of a backdoor
attack as the MARL algorithms are known to perform well
under normal conditions. In comparison, the other well-known
multiagent environments are either fully observable (e.g., MPE
[35], Google Football [36]) or need other techniques instead
of MARL to achieve good performance (e.g., Starcraft II [37]
uses expert demonstration data to guide learning, Neural MMO
[38] relies on rule-based policies1) which prevent us from
studying backdoor attacks on reinforcement learning.

The SMAC environment provides various maps each of
which represents a unique task. In each map, there are two
teams battling with each other. The victim team uses the
policy trained by the adversary while the opponent team is
controlled by built-in handcrafted heuristics. Different maps
require different kinds of collaboration inside the victim team
and correspond to different levels of difficulty. The details of
the SMAC environment are as follows:

a) State space: The global state contains the information
of all units in the environment. The information includes 1)
the coordinates of each unit relative to the center of the map;
2) the health, shield, and weapon cooldown (the time the unit
must wait before another fire) of all units; 3) the last actions
taken by all agents in the victim team. Note that the global
state is hidden from agents. The agents can only receive their
own observations during execution.

b) Observation space: In every step, each agent gets an
observation that contains the information of the units located
within its field of view. An agent’s field of view is a circular
area of the map surrounding itself and has a radius that equals

1According to NeurIPS 2022: Neural MMO Challenge Presentation (https:
//www.youtube.com/watch?v=nJqbIP g4uM), the top teams either integrate
rule-based policies with RL policies or use rule-based policies exclusively.
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to its sight range. An observation comprises of the features of
all observed units, i.e., the distance between the unit and the
agent, the (x, y) coordinate of the unit, and the unit type.

c) Action space: Every agent can perform the following
discrete actions: move[direction] (where the direction could be
north, south, east, or west), attack[enemy id], stop, and noop.
The noop action is designed for dead agents and cannot be
chosen by alive agents. An agent can perform the attack[enemy
id] action only when the enemy, which corresponds to the
enemy id, is within the agent’s shooting range.

d) Reward function: In every timestep, the team will get
a positive reward if its members hurt an opponent, kill an
opponent, or win the game. The reward related to hurting the
opponent equals to the hit-point damage caused by the team
agents. The reward is 10 and 200 for killing an enemy unit
and winning the game, respectively. If both teams are alive at
the end, the game fails and the final reward is 0.

e) Map information: We conduct evaluations in three
maps, i.e., 3s vs 3z, 8m, and MMM. The 3s vs 3z and 8m
maps contain homogeneous teams while the MMM map in-
cludes heterogeneous teams. Specifically, in the 3s vs 3z map,
the victim team comprises of three stalkers and the opponent
team contains three zealots. In the 8m map, both the victim
team and opponent team are composed by eight marines. In
the MMM map, both the victim team and the opponent team
have seven marines, two marauders, and one medivac. Because
teams in the MMM map are heterogeneous, we have set the
adversary agent as each of the three types based on the index
of agents. Concretely, 0 is the index of a marauder agent, 3 is
the index of a marine agent, and 9 is the index of a medivac
agent. Therefore, the MMM map provides three scenarios, i.e.,
MMM0, MMM3, and MMM9. Together with the 3s vs 3z and
8m maps, we evaluate our backdoor attack in five scenarios.

B. Baseline methods

We compare against baselines that are compatible with
our threat model and environment: a partially observable
cooperative MARL setting, a single embedded adversary, and
action-perturbation trigger only. Accordingly, we choose two
baseline methods, i.e., INTENT [2] and BACKDOORL [6].
We pick INTENT because it learns to fail the task by reward
manipulation, which makes its abnormal behavior more effec-
tive than that of [1]. Also, INTENT only declares a general
trigger signal in its algorithm. This makes it feasible to extend
INTENT to our setting. In contrast, [3]–[5] follow a similar
training recipe but either rely on domain-specific triggers
or require direct modification of observations/environment,
which violates our setting. We choose BACKDOORL because
it also uses the adversary agent’s actions to affect others’
observations. A recent attack [21] uses an enemy agent’s
spatiotemporal behavior to trigger a backdoor in one agent
of the victim team. Porting it to our “teammate-triggers-
teammates” setup would reduce to a variant akin to BACK-
DOORL, without addressing the central difficulty we target
under partial observability: learning when to act so that a few
actions reliably change what teammates observe and thereby
avoid training interference.

INTENT determines whether to pollute an experience based
on: ζ > 0.5 − (Pt − Pc) where ζ is a random value among
(0, 1), Pt is the attack success rate, and Pc is the task success
rate. Moreover, in a polluted experience, INTENT lets the
adversary agent perform one trigger action in a random time
step. After the trigger action, INTENT changes the following
rewards to the opposite of their original values. BACK-
DOORL first trains a benign team policy and an abnormal
team policy. Then, the adversary agent starts to perform a
fixed-length of trigger actions in a random time step. Before
the trigger actions, BACKDOORL uses the benign policy
to select the teammates’ actions while it uses the abnormal
policy after the trigger actions. Given the sampled experience,
BACKDOORL uses behavior cloning to burn both benign
and abnormal behaviors into a single policy. Because BACK-
DOORL does not specify the percentage Ptri of abnormal
episodes used for training and the number of trigger actions
Ntri, we set Ptri = 0.5 for BACKDOORL which is the
same as our setting. We also test two settings, i.e., Ntri = 5
and Ntri = 10 for BACKDOORL. We denote our attack as
BAT (Backdoor Attack on Teamwork) and denote the two
settings of BACKDOORL as BRL 0.5 5 and BRL 0.5 10
respectively. We have implemented the baselines and our
method with Pytorch [39].

C. Network architectures and parameters

The details about the network architectures and training
parameters are as follows. Each teammate k’s policy πk is
a deep recurrent Q-network. πk and the mixing network M
have the same architecture as the QMIX implementation in
https://github.com/oxwhirl/pymarl. The adversary agent policy
πi has an architecture similar to that of πk except that πi has
an additional embedding layer that transforms the binary input
dt&y into a vector whose size is the observation size. The
trigger policy πtri has the same architecture as πk except that
its output size is 2. The trigger value estimator V tri consists
of three linear layers with Relu as the activation. Its hidden
layer size is 128. The fixed encoder Ē(·) is a single linear layer
and the trainable encoder E(·) consists of three linear layers
with Relu as the activation. The hidden layer size of E(·) is
128. The output size of both encoders is 64.

We run all experiments for 5 random seeds in a workstation
equipped with an Intel Core i9-10940X CPU and four Nvidia
GeForce 2080Ti GPUs. We train all the networks with RM-
Sprop optimizer and the learning rate is 0.0005. The training
step limit Tl = 2e7 and we update the target network every 200
episodes. The replay buffer size is 5000, the batch size is 32,
and we run 8 sampling processes concurrently. The discount
factor γ = 0.99. α is 0.05 for the 3s vs 3z scenario, 0.1 for
the 8m and MMM0 scenarios, and 0.2 for the MMM3 and
MMM9 scenarios. During the training, exploration is based on
an ϵ-greedy action selection. We anneal ϵ linearly from 1 to
0.05 over 50000 steps and keep it constant for the rest of the
training. We test the trained model every 20000 training steps.

In addition, to stabilize the training, we specify an observa-
tion difference threshold, denoted as obs diff th, in our imple-
mentation. After every trigger action, we use the RND module
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Fig. 2. The training results of the backdoor attack in the 3s vs 3z and MMM3 scenarios.

to compute the robs(o) and obtain the current observation
difference estimation, denoted as obs diff, by accumulating
all computed robs(o). Whenever obs diff>obs diff th, we
mask out the robs(o) in the following steps. We have this
design because our ultimate goal is not maximizing

∑
robs(o).

Instead, we only need
∑

robs(o) to be larger than a threshold
so that the observation difference is large enough to eliminate
the training interference. Based on a grid search, we set the
obs diff th as 0.2 for the 3s vs 3z, 8m, and MMM0 scenarios,
and as 0.5 for the MMM3 and MMM9 scenarios.

D. Evaluation of backdoor attacks

To evaluate the performance of backdoor attacks, we mainly
consider two metrics: 1) the team win rate in benign episodes
where the adversary agent does not perform any trigger actions
and 2) the team fail rate in abnormal episodes where the adver-
sary agent performs some trigger actions. Note that backdoor
attacks aim to embed both benign and abnormal behaviors
in the team policy. The benign win rate and abnormal fail
rate should both be high for a successful backdoor attack. We
take the 3s vs 3z and MMM3 scenarios as the examples for
analysis (Figure 2). Figure 2a/2d shows the win rate while
Figure 2b/2e shows the fail rate. We set the length of benign
training period Tb as 10000000 for 3s vs 3z and 8000000 for
MMM3. This setting is based on when the benign behavior
training can converge to a stable performance which is the
MARL algorithm’s performance without being attacked.

In the training before Tb steps, we can see that BAT learns
the benign behavior gradually and the fail rate for abnormal
episodes becomes very low. After this benign training period
(i.e., after Tb training steps), we start to train the trigger policy
and the adversary agent starts to perform trigger actions. At
the beginning of abnormal behavior training, the ϵ-greedy

exploration of abnormal behaviors incurs a higher fail rate.
However, in this period, many trigger actions do not affect
the observations. This makes the abnormal behavior training
interfere with the benign behavior training and leads to a lower
benign win rate. As ϵ decreases and the trigger policy learns,
the adversary agent performs fewer trigger actions (as shown
in Figure 2c/2f) while these actions affect the teammates’
observations efficiently. As a result, BAT manages to alleviate
the training interference. The benign behavior training makes
the benign win rate increase again. Meanwhile, the abnormal
behavior training maintains a high abnormal fail rate.

In comparison, we observe that the training of INTENT has
a high variance. Note that INTENT adjusts the percentage of
abnormal episodes used for training based on the difference
between the abnormal fail rate and benign win rate. The
higher the benign win rate, the more abnormal episodes
will be sampled for training. Figure 2 shows that when
INTENT achieves a high win rate, the training with abnormal
episodes will degrade the benign win rate. This implies that the
teammates’ observations are not affected much by the trigger
action of INTENT. Therefore, the training interference hinders
the overall training of the victim policy, i.e., the learning of
abnormal behaviors with abnormal episodes will damage the
learning of benign behaviors with benign episodes.

When it comes to BACKDOORL, we find that its win rate
is always very high while it cannot achieve a high fail rate for
abnormal episodes. We conjecture that this also results from
the fact that the trigger actions of BACKDOORL do not affect
the teammates’ observations efficiently. Because the observa-
tions of benign and abnormal episodes are still quite similar,
the behavior cloning for benign behaviors can dominate the
behavior cloning for abnormal behaviors and thus, prevent the
fail rate from increasing. This hypothesis can be supported
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by Figure 2b/2e. Note that when BACKDOORL performs 10
trigger actions instead of just 5 actions, it can obtain a higher
fail rate. This is because 10 trigger actions are more likely to
affect the teammates’ observations to a larger extent and thus,
reduce the conflicts between the behavior cloning for benign
behaviors and abnormal behaviors.

We present the results of the other scenarios in Figure 3, 4,
and 5 respectively. The length of the benign training period
Tb is 4000000 for the 8m scenario, 8000000 for the MMM0
scenario, and 6000000 for the MMM9 scenario. In addition,
we terminate the training before Tl = 2e7 steps if the training
has converged. From Figure 3, 4, and 5, we can see BAT
and the baseline methods all achieve similar results to those
in the 3s vs 3z and MMM3 scenarios. This demonstrates the
effectiveness of BAT in different scenarios.

E. Evaluation of behavior influence

In this part, we evaluate the influence of the adversary
agent’s trigger actions on the teammates’ behaviors. Note that
affecting the teammates’ behaviors is the ultimate goal of
the backdoor attack. That is, the adversary agent performs
the trigger actions which affect the teammates’ observations.
Then, the affected observations trigger the backdoor implant
inside the teammates’ policy, i.e., changing the teammates’
behaviors from benign to abnormal.

To evaluate the behavior influence, we consider three set-
tings: 1) we equip the whole team with the benign policy
πb trained during the benign training period; 2) we equip the
teammates with πb while equipping the adversary agent with
the backdoored policy that contains both benign and abnormal
behaviors; 3) we equip the whole team with the backdoored
policies (note that the teammates and the adversary agent do
not share the same backdoored policy because the adversary
agent is in charge of performing trigger actions). The first

setting represents benign behaviors. We denote it as Benign.
The second setting investigates that when the adversary agent
performs trigger actions, how the original benign team policy
will react. We denote this setting as Mixed team. The third
setting is the backdoor attack setting and we denote it as Back-
door. The comparison between the Mixed team and Backdoor
settings can demonstrate that whether our backdoor training
can enable the adversary agent to change the teammates’
behaviors by performing trigger actions.

We evaluate the behavior change based on the cumulative
task return because agents’ behaviors can directly affect the
task reward received in every step. We test the Benign setting
in the benign mode as a reference and test the Mixed team
and Backdoor settings in both benign (denoted by “ be”)
and abnormal (denoted by “ ab”) modes. The number of test
episodes is 128 for each mode and we report the sample
mean ± standard deviation of the team return over 128
evaluation episodes as results. The results are shown in Table
I. From Table I, we can see that in the benign mode, all
settings get a high return and complete the task well. However,
in the abnormal mode, the Mixed team return lies between
the Benign and Backdoor settings. The drop relative to the
Benign baseline shows that our optimized trigger actions can
still perturb clean teammates by altering their observations.
Meanwhile, because no backdoors are implanted in the victim
agents, this perturbation does not amplify into coordinated
failure; several teammates continue to pursue the task and
collect partial rewards, which explains why Mixed team re-
mains higher than Backdoor. In comparison, the Backdoor
setting gets much lower returns in abnormal episodes. This
means that after the adversary agent performs the trigger
actions, the teammates stop performing their original task
and exhibit abnormal behaviors. These results indicate that
our backdoor training can implant abnormal behaviors in
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Fig. 3. The training results of the backdoor attack on the 8m scenario.
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Fig. 4. The training results of the backdoor attack on the MMM0 scenario.
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Fig. 5. The training results of the backdoor attack on the MMM9 scenario.

TABLE I
TASK RETURNS OF DIFFERENT SETTINGS IN BOTH BENIGN AND ABNORMAL MODES

Scenario Benign Mixed team be Backdoor be Mixed team ab Backdoor ab
3s vs 3z 19.00± 2.63 18.60± 3.02 18.58± 3.09 7.97± 4.04 0.64± 0.67

8m 19.1± 2.38 18.66± 2.90 18.83± 2.76 8.38± 3.16 0.25± 0.24
MMM0 19.27± 2.84 19.19± 2.79 18.92± 2.99 5.89± 2.44 0.60± 0.48
MMM3 19.01± 2.74 18.58± 2.77 17.61± 4.21 15.24± 4.35 10.41± 4.34
MMM9 18.38± 3.23 19.23± 3.16 20.40± 3.10 9.41± 2.55 0.59± 0.62

the teammates’ policy and those behaviors can be triggered
by trigger actions. Furthermore, the changing of teammates’
behaviors after trigger actions also enables the adversary agent
to better conceal itself because all team agents perform badly.

In practice, a natural concern is that some victim agents
may remain clean (e.g., after retraining, replacement, or partial
deployment), and thus the attack might weaken. This case is
directly captured by our Mixed team evaluation above: the
adversary uses a backdoored policy while all victim agents
run clean policies (0% compromised). As shown in Table I,
once the adversary triggers, the task return in Mixed team
drops markedly relative to the benign case, although the drop is
smaller than in Backdoor where all victims are compromised.
This observation implies that Mixed team provides a conser-
vative upper bound on the task return when only a subset
of victims are clean. Intuitively, any additional backdoored
teammate can only amplify the effect of the adversary’s
observation-perturbing actions: once triggered, those team-
mates intentionally deviate from the cooperative policy and
further degrade coordination. Hence we expect the abnormal-
mode return to interpolate between Backdoor (strongest effect)
and Mixed team (weakest effect). In other words, our reported
Mixed team numbers already quantify the most favorable case
to the defender; any partial compromise would yield at least
as much disruption as observed there.

F. Ablation study

In this part, we conduct an ablation study to evaluate
the effects of robs. Specifically, we simply set the {robs}
as random values whose range is sampled from (0, 1). By
comparing with this setting, we can investigate whether the
{robs} computed by the RND module really provides mean-
ingful information for the backdoor training. We denote the
ablation study setting as Random Obs and present the results
in Figure 6. We show both the win rate performance and
fail rate performance in the same figure. From this figure,
we can clearly see that the random {robs} totally destroys
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Fig. 6. The ablation study for robs

the backdoor training. The resulting team policy shows high-
variance performances for both benign and abnormal episodes.
The reason is that the random {robs} cannot provide useful
information for training the trigger policy. This means the
trigger policy may output random trigger decisions which lead
to unobserved trigger actions. This will exacerbate the training
interference between benign and abnormal behavior training.
Therefore, this study demonstrates that {robs} is an essential
part of our methods. Based on the information provided by
{robs}, the trigger policy can learn to efficiently affect the
teammates’ observations with only a few actions.

G. Defense methods against our attack

In this section, we conduct a study on the defense methods
against our attack. For defending against backdoor attacks
on reinforcement learning, some methods focus on handling
vision-perturbation backdoor attacks [40], [41]. These works
deal with the unnatural pixels in vision inputs and design
methods to filter the trigger based on a state projection process
[40] or purify the inputs based on the diffusion technique [41].

This article has been accepted for publication in IEEE Transactions on Dependable and Secure Computing. This is the author's version which has not been fully edited and 

content may change prior to final publication. Citation information: DOI 10.1109/TDSC.2025.3620528

© 2025 IEEE. All rights reserved, including rights for text and data mining and training of artificial intelligence and similar technologies. Personal use is permitted,

but republication/redistribution requires IEEE permission. See https://www.ieee.org/publications/rights/index.html for more information.

Authorized licensed use limited to: SHANDONG UNIVERSITY. Downloaded on October 30,2025 at 09:53:02 UTC from IEEE Xplore.  Restrictions apply. 



IEEE TRANSACTIONS ON DEPENDABLE AND SECURE COMPUTING, VOL. X, NO. X, XXXX XXXX 12

TABLE II
TASK RETURNS IN THE RANDOM ACTION SETTING

Scenario Benign 5 Backdoor 5 Benign 10 Backdoor 10 Benign full random Backdoor full random
3s vs 3z 18.53± 3.23 16.96± 5.10 17.21± 4.55 14.45± 6.65 11.67± 4.31 7.49± 5.43

8m 18.64± 2.95 17.96± 4.11 17.56± 4.04 14.11± 7.01 12.22± 4.03 5.70± 4.11
MMM0 18.87± 3.29 17.20± 4.92 17.94± 4.05 15.37± 6.40 9.72± 4.69 5.35± 4.10
MMM3 18.38± 3.06 17.75± 3.87 18.47± 3.18 16.67± 4.62 13.69± 4.33 10.58± 4.07
MMM9 9.82± 3.32 1.64± 2.05 9.27± 2.78 1.81± 1.64 7.04± 1.60 1.46± 1.52

However, when it comes to action-perturbation backdoor at-
tacks, all inputs are natural because they are real observations,
and thus neither the filtering nor purification is suitable.

To defend against action-perturbation backdoor attacks, [6]
proposes to retrain the victim agent with additional normal
experiences. However, in the research area of backdoor attacks,
we normally assume that the victim has no resources for
training multiagent systems (please refer to the threat model
in Section III-C). Moreover, [6] has reported that this defense
does not work well. They conjecture the reason as the trigger
actions are seldom seen in normal experiences. This reason
also holds for our attack.

In this paper, we propose to defend against action-
perturbation backdoor attacks based on the nature of the at-
tacks. Specifically, action-perturbation backdoor attacks trigger
victims’ backdoors by the adversary agent’s trigger actions.
Hence, given a trained policy from third-party vendors, the
user may let a testing agent perform some testing actions
and observe other agents’ behavior. If there exists a backdoor
in other agents’ policies, the testing actions may trigger the
backdoor when some of them are similar to trigger actions. In
comparison, if there is no backdoor in other agents’ policies,
they should not exhibit abnormal behaviors when observing
the testing actions. Based on how the user selects the testing
actions, we conduct two sets of experiments to evaluate
different defense settings. We call the first one as random
action setting and the second one as RL-based action setting.
In both settings, we conduct experiments on the previous five
scenarios, i.e., 3s vs 3z, 8m, MMM0, MMM3, and MMM9. In
the below, we provide the details of these experiments.

1) Random action setting: In this defense, the user lets
a testing agent perform testing actions that are randomly
sampled from a uniform distribution. Specifically, we equip
victims with either a benign policy or a backdoored policy
and let the testing agent randomly perform a fixed-length of
actions. Then, we check whether the overall task return is
affected. If the victims have a backdoored policy, they will
get lower returns when the backdoor is triggered. We denote
the experiment where victims have a benign policy as Benign
and the experiment where they have a backdoored policy as
Backdoor. Regarding the length of random actions, we have
set it as 5 and 10 respectively. Moreover, we also evaluate
the case where the testing agent always performs random
actions. Therefore, we conduct six experiments, i.e., Benign 5,
Benign 10, Benign full random, Backdoor 5, Backdoor 10,
and Backdoor full random, for each scenario.

From the results shown in Table II, we can observe that no
matter what the length of random actions is, the Backdoor

experiments always have a lower return than the Benign
experiments. This indicates that the random action sequence
can trigger the backdoored policy to some extent. Moreover,
the longer the random action sequence is, the larger the extent
to which the backdoor is triggered. Thus, these experiments
suggest that we can use a random action sequence to detect
the backdoored policy based on the performance degradation.

However, it is also noteworthy that the random action setting
requires the Benign experiment to serve as the baseline. This is
because letting one agent perform random actions can hurt the
task performance even if the other agents have no backdoor.
We can obviously observe this phenomenon in the Benign 5
experiment of the MMM9 scenario. In this experiment, the
testing agent is the medivac agent which is very important for
the task’s success. Therefore, the task performance degrades a
lot even when the other agents have a benign policy. Thus, only
using the Benign experiment for comparison, we can determine
whether random actions have caused more damages than in
scenarios free of backdoors. Observing more damages implies
the presence of a backdoor.

2) RL-based action setting: This defense follows BIRD [43]
and PolicyCleanse [44]: learn a probing policy that explores
the action space and reinforces sequences that reduce per-
formance, then treat the discovered sequences as candidate
triggers. Concretely, in our cooperative, partially observable
MARL setting we train a testing agent with the proximal
policy optimization (PPO) algorithm [42] to search for action
sequences that minimize the team return; the remaining agents
keep their fixed policies (benign or backdoored). The probe is
trained for 20 million steps. Similar to the previous random
action setting, we conduct experiments for the cases: 1)
victims are equipped with a benign policy (denoted as Benign);
2) victims use a backdoored policy (denoted as Backdoor),
respectively. We present the results in Table III.

From this table, we can see that when victims use a
benign policy, the testing agent can only degrade the team
performance to a limited extent. Note that this performance
degradation is simply due to the testing agent itself trying to
perform badly. In comparison, when victims are equipped with
a backdoored policy, the PPO algorithm can help the testing
agent find the actions that trigger the backdoor, which leads to
a low task return. Moreover, the performance degradation of
Backdoor experiments in the RL-based action setting is larger
than that in the random action setting, which means using RL
algorithms can better identify backdoored policies. However,
the RL-based action setting needs the resources for training
the testing agent which may not be feasible.
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TABLE III
TASK RETURNS IN THE RL-BASED ACTION SETTING

Scenario Benign Backdoor
3s vs 3z 5.13± 1.56 0.03± 0.29

8m 9.88± 2.8 0.04± 0.11
MMM0 3.71± 2.77 0.16± 0.28
MMM3 17.73± 3.63 0.55± 0.43
MMM9 8.28± 1.99 0.08± 0.17

VI. INSIGHTS FOR DEPLOYING MULTIAGENT SYSTEMS

Our study reveals the safety issues of multiagent systems.
Based on our findings, to mitigate potential backdoor attacks
during the deployment of multiagent systems, we may consider
the following rules: 1) The government should audit the train-
ing process of third-party policy vendors and issue certificates
to legal ones; 2) The user should only trust the policy vendors
with valid certificates; 3) Humans should retain the ultimate
control of AI-based tools to minimize the potential damages
caused by backdoored policies. In addition, based on the above
study of defense methods, we suggest the following defensive
workflows for two defense settings respectively.

1) Random action setting: This setting is suitable for the
user who does not have any training resources. However,
it needs benign policies to establish the Benign baselines.
Hence, in order to identify backdoored policies, when the
user outsources N training tasks, he should also outsource
M known training tasks where “known” means the user has
the benign policies for these tasks (normally M < N ). Then,
when the user receives the N + M trained policies, he can
check whether the received policies of the M known tasks
contain a backdoor based on random testing actions. If all
policies for the known tasks have no backdoor, the user may
choose to trust the received policies for the remaining N tasks.

2) RL-based action setting: This setting is ideal for the user
who has limited resources and can only afford the training of
a single agent instead of a multiagent team. Whenever the
user receives the policy of an outsourced task, he uses RL
algorithms to train the testing actions to trigger the backdoor
if it exists. This setting does not need Benign baselines because
the testing actions trained by RL algorithms can degrade
the task return of backdoored policies to near zero which
is impossible for benign policies. If the user has no training
resources while he still wants to adopt this defense setting, he
may outsource the training of testing actions to another third-
party vendor. However, in this case, the user may suffer from
the collusion attack, i.e., the vendor training the team policy
colludes with the vendor training the testing actions.

VII. DISCUSSION

A. Backdoor implantation vs. direct sabotage by an adversary
agent

A natural alternative to our threat model is direct sabotage at
deployment time, where the adversary participates in the team
as an agent but does not implant any backdoor into victim
policies. Instead, it simply executes suboptimal or disruptive
actions to exploit interaction dynamics and reduce the team

return. This subsection clarifies when such an approach can
be effective and why our backdoor-based design is preferable
in partially observable multi-agent systems.

a) Effectiveness under partial observability: In partially
observable settings, the influence of a single agent’s abnor-
mal actions on the global outcome is often limited unless
that agent is structurally critical to the task. Our results
in the Mixed team evaluation (Section V-E) already capture
an extreme version of this scenario: the adversary uses a
trigger policy while all teammates run clean policies with no
backdoor. Once triggers are executed, the team return drops
relative to the benign case, confirming that carefully optimized
triggers can still perturb clean teammates by altering their
observations. However, the degradation is significantly smaller
than in Backdoor, where multiple teammates misbehave in
a coordinated manner after being triggered. Thus, backdoor
implantation amplifies disruption by converting local, single-
agent abnormality into team-wide abnormal coordination.

b) Stealth and detectability trade-offs: Direct sabotage
avoids offline detectability that might arise from inspecting
model files, but it must remain stealthy during execution. If
the adversary’s actions are too mild, the effect on return is
negligible; if they are too blatant (e.g., blocking teammates,
ignoring obvious targets), they are more easily flagged by
human operators or simple rule-based monitors. In contrast,
our approach minimizes the number of trigger actions and
lets the subsequent degradation emerge from backdoored team-
mates’ policies, making the proximate cause of failure harder
to attribute to a single agent’s intent. Architectural detectability
can be mitigated by homogenizing network structures across
agents (Section IV-E), e.g., using a constant dummy bit for
non-adversarial agents.

c) Control, persistence, and scalability: Backdoors pro-
vide on-demand activation, controllable severity (via the
amount/timing of triggers), and persistence across long de-
ployments with minimal online footprint. A direct-sabotage
agent must continuously act abnormally to maintain impact,
increasing the risk of being noticed. Moreover, backdoor
training is a one-time cost that scales to many deployments of
the same policy; repeated sabotage requires continued effort
and careful per-task tuning to remain effective under partial
observability.

B. Scope and practicality of action-space defenses

The fact that both random actions and an RL-trained probe
can uncover triggers is not a weakness unique to our method
but an inherent property of action-perturbation backdoors:
triggers live in the native action space, so a sufficiently long
random sequence has non-zero probability of colliding with
(or partially matching) a trigger, and an exploratory RL probe
can eventually approximate it.

However, these diagnostics are non-trivial to deploy in
practice: (i) The random-action test requires a benign-policy
baseline to decide whether the observed degradation is ab-
normal. (ii) The RL-based test needs environment access and
non-negligible training resources to learn the probe, which
many users in our threat model—those purchasing third-party
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policies—do not possess. We therefore view these methods as
diagnostic tools for action-space backdoors rather than turnkey
defenses, and we report them to clarify what can be detected
under idealized access.

VIII. CONCLUSIONS AND FUTURE WORKS

In this work, we propose a backdoor attack on multiagent
systems in the partially observable setting. To make the attack
more practical, we let the adversary agent use its actions
to affect the other agents’ observations and thus, trigger
the backdoor of their policy. We first identify the training
interference challenge resulting from the partially observable
nature. Then, we propose to learn the auxiliary rewards to
measure the influence of each trigger action on the victims’
observations. Based on these auxiliary rewards, we train a
trigger policy that determines when the adversary agent should
perform trigger actions. Based on the trigger policy, we further
inject the backdoor into the victims’ policy.

Extensive experiments show that the victim policy trained
by our method not only achieves a higher performance when
without trigger actions, but also compromises tasks more
severely when trigger actions are performed. Furthermore, we
investigate the defense methods against the proposed backdoor
attack. The investigation indicates that the user can use random
testing actions to detect backdoored policies if he has benign
policies for comparison or the user can learn to trigger the
backdoor based on RL algorithms if he has access to some
training resources. In the future, we plan to study backdoor
attacks on embodied artificial intelligence where a physical
robot uses its actions to trigger the backdoor of other robots.
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