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Abstract

Spatial reasoning remains a persistent challenge for Vision-
Language Models (VLMs). Toward this end, we introduce
a new benchmark PURESPACE based on abstract geomet-
ric objects, isolating three core tasks: rotation, projection,
and completion. Our experiments reveal that state-of-the-
art models achieve only modest performance, with accuracy
showing no clear relationship with task difficulty, suggest-
ing a lack of genuine spatial understanding. Furthermore,
we find that while specialized models can excel at a single
task, they fail to generalize and drop to near-random accu-
racy on unseen tasks. To overcome these shortcomings, we
propose a cognitively-inspired framework that decomposes
the problem: a perception module represents the geometric
structure, a language model infers the viewpoint transfor-
mations, and a renderer synthesizes the target-view appear-
ance, which are finally leveraged by a VLM to determine the
correct answer. Experiments show that our method achieves
substantial improvements on all three tasks, and provides
enhanced interpretability and robustness.

1. Introduction

Spatial reasoning, the inherent capability to mentally un-
derstand and manipulate object relationships in three-
dimensional (3D) space, constitutes a fundamental pillar of
both human intelligence [13, 34, 37] and advanced Artifi-
cial Intelligence (AI) [3, 21]. This cognitive skill is cru-
cial for sophisticated applications, including robotics and
autonomous systems [20], surgical planning [35], and com-
plex decision-making processes [27]. Even though modern
Vision-Language Models (VLMs) are emerging as the core
reasoning engines for such systems, recent studies demon-
strate that these models suffer from significant deficiencies
in spatial reasoning [18, 31, 43]. Consequently, the rigorous
evaluation and improvement of this specialized capability
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a) Which option is a rotation of the given object?
A B % Cc D

b) Which option is a top-down view of the given
object?
A B C D

C) Which option fits the given object, in order to
make a cube?
A g B g C E D %

Figure 1. Examples of the three core tasks in our PURESPACE
benchmark designed for abstract spatial reasoning: (a) Rotation,
(b) Projection, and (c) Completion.

are very important to the advancement of the field.

To accurately assess the spatial reasoning proficiency of
diverse models, a dedicated and rigorously designed evalua-
tion framework is indispensable. However, in most contem-
porary large-scale benchmarks, spatial reasoning is rarely
evaluated in isolation. Instead, it is often treated as a com-
ponent of general visual reasoning within datasets based
on natural images, such as the popular VQA v2.0 [9] and
GQA [16]. This prevailing paradigm inherently intertwines
the assessment of pure spatial capabilities with the require-
ments on general visual perception, including object recog-
nition and scene segmentation. Such coupling leads to am-
biguous evaluations, thereby making it challenging to iso-
late and measure core spatial reasoning capabilities [31].

Foundational benchmarks like CLEVR [19] were intro-
duced to address the entanglement problem by using syn-
thetic geometric shapes. Although CLEVR facilitated the
progress in compositional reasoning, it remains limited to



static, elementary, and binary relations (e.g., left of), and
the performance of models on CLEVR has largely satu-
rated. Dynamic extensions of this benchmark, such as
CLEVRER [42], TopViewRS [22], and VSI-Bench [41], in-
corporate temporal sequences but typically restrict transfor-
mations to simple planar translation or collisions, leaving
the complex rotation, reflection, and multi-step composi-
tional reasoning under-explored. Other crucial works, ex-
emplified by [23], have pioneered more complex geometric
benchmarks to isolate advanced spatial capabilities (e.g., ro-
tation). Although these methods offered a valuable path for-
ward, their reliance on manual design or curated proprietary
sources, such as standardized psychological test materials,
limits their scalability. Moreover, despite ensuring high data
quality, such methods lack the fine-grained control over task
difficulty, which is pivotal for a granular assessment of spa-
tial reasoning.

To address these challenges on complexity [19], scala-
bility, and difficulty control [23], we present PURESPACE,
a novel large-scale benchmark for spatial reasoning. Our
dataset comprises over 100K samples of spatial reasoning
problems, and is specifically designed to provide a precise
evaluation of model performance across three fundamental
spatial manipulation tasks: rotation, projection, and com-
pletion, as shown in Fig. 1. The data generation process
leverages a novel incremental synthesis method proposed
in this study. This approach not only enables the automated
production of extensive high-quality data while ensuring
geometric diversity, but also allows for the systematic con-
trol of problem complexity and difficulty to accommodate
various testing requirements.

We conducted extensive evaluations of state-of-the-art
VLMs on PURESPACE benchmark, revealing significant
shortcomings in their spatial reasoning capabilities. Fur-
thermore, we trained and evaluated specialized models for
each core task, showing a marked failure to generalize
across unseen spatial tasks. These comprehensive failures
indicate that current models fundamentally lack the nec-
essary mechanisms for structured spatial reasoning. Mo-
tivated by these findings, we propose a novel Perception-
Parsing-Comparison (PPC) framework designed to en-
hance the performance of VLMs on complex spatial tasks.
Drawing inspiration from human proficiency in such tasks,
our method mirrors the cognitive process of spatial imagina-
tion and introduces a task-independent perception module
to precisely extract spatial representations. Experimental
results demonstrate a substantial improvement of the pro-
posed framework to the VLMs on solving spatial reasoning
tasks. Additionally, our method exhibits the performance
patterns similar to those of humans, suggesting the cogni-
tive plausibility of the proposed framework. In summary,
the contributions of this work are as follows:

* We present a large-scale benchmark for abstract spatial

reasoning, with a novel data generation method that en-
sures both diversity and difficulty control.

* We provide a comprehensive analysis regarding the per-
formance of general VLMs and specialized models on our
benchmark, showing that general models struggle with
abstract spatial reasoning, and specialized models lack
spatial generalization ability.

* We propose the Perception-Parsing-Comparison frame-
work, a novel architecture demonstrated to significantly
enhance the spatial reasoning capability of VLMs.

2. Related Work
2.1. Spatial Cognition Tests

Spatial reasoning is a pivotal subject in psychometrics and
has long been established as a fundamental component of
human intelligence [34]. Previous studies developed stan-
dardized tests characterized by abstract geometric stimuli to
isolate and evaluate pure spatial skills, including the sem-
inal Mental Rotation Test [30], which demonstrated that
humans mentally simulate 3D transformations, as well as
Mental Paper Folding [8, 29] and Purdue Spatial Visualiza-
tion Test [10]. The design philosophy of our PURESPACE
benchmark is conceptually grounded in this rich tradition,
adopting its core principle of isolation to provide a pristine
measure of spatial reasoning capability.

2.2. Spatial Reasoning Benchmarks

Early large-scale benchmarks [9, 16] evaluated spatial re-
lationships within natural scenes, thereby inherently entan-
gling pure spatial reasoning with other capabilities (e.g., ob-
ject recognition). Subsequent benchmarks [19, 22, 41, 42]
leveraged synthetic geometric shapes, yet they remain re-
stricted to static (e.g., left of, behind) or elementary rela-
tions (e.g., simple planar translation or collisions). While
some works [11, 23, 31] have pioneered the assessment of
advanced spatial capabilities, their reliance on proprietary
psychometric materials or fixed 3D repositories impedes
their scalability. For instance, the configuration space of
[31] is highly constrained, employing only five basic geo-
metric primitives within a limited 3x3x3 grid. The major-
ity of benchmark data in [31] comes from existing public
datasets, posing a risk of data contamination.

2.3. Spatial Reasoning Models

Various model-centric approaches have emerged for spatial
reasoning problems, which can be broadly categorized into
three paradigms: (1) Data-driven, such as Spatial VLM [5]
leveraging large-scale supervision; (2) Architecture-driven,
like SpatialRGPT [6] integrating depth information; and (3)
Neuro-symbolic, utilizing relational modules [28] or formal
logic [26]. A notable hybrid approach [24] also decouples
the task into visual and textual thinking tokens.



3. Data Generation

3.1. Creating the Question Object

As illustrated in Fig. 1, each question in our benchmark
consists of a question image, a question text, and 4 op-
tion images, respectively denoted as Q_IMG, Q_TEXT, and
O_IMGs. The given object shown in Q_IMG is referred to as
the question object, denoted as Q_OBJ. This section details
the incremental creation methodology used to generate the
Q_-OBJ of the question.

The process starts by defining the total number of lev-
els for an object and randomly assigning a distinct height
to each level. As illustrated in Fig. 2, the 2D contour of
each level is generated based on the area of the lower level,
utilizing a grid-based approach. The contour of the level is
uniquely determined by a set of corners. Within the grid
system, a corner is defined as a right-angle vertex on the
contour that faces the bottom-right direction. The number
of corners for each level is a predefined parameter, allowing
for direct control over the structural complexity. These cor-
ners are systematically connected and extended to form the
complete and closed perimeter of the level.

To ensure structural coherence and valid geometry, the
corners for a new level are selected exclusively from a set
of candidate points derived from the lower-level area, as
shown in Fig. 2. Candidate points comprise all valid grid
points that lie within the lower-level contour, which are fur-
ther categorized into three distinct types based on their po-
sition: convex corner point (a point corresponding to an ex-
isting corner of the lower level), edge point (a point located
on the lower-level outer perimeter, excluding the corners),
and interior point (any point fully within the boundary). The
generation algorithm randomly selects the type and position
for each corner from the pool of candidate points, until all
the corners for the current level are defined. The generated
2D contour is then combined with the pre-assigned height
to create the 3D structure. This entire process is repeated
for all subsequent levels, with each new level building upon
the lower one, until the complete Q_OBJ is generated.

Note that while the figures employ a 5x5 grid for clear
visualization, our benchmark actually utilizes a 20x20 grid
to ensure a sufficiently large and diverse spatial domain. We
also perform a comprehensive de-duplication check for gen-
erated objects to guarantee question uniqueness.

3.2. Creating the Distractor Object

To generate the incorrect options for each question, we cre-
ate the distractor objects, denoted as D_OBJs, which are de-
signed to introduce subtle yet definitive geometric modifi-
cations to the existing Q_OBJ. As shown in Fig. 3, the mod-
ification procedure starts by randomly selecting: (1) a level
of Q_OBJ, (2) a corner of the level, (3) a modification type,
either expansion or contraction, and (4) a direction for mod-
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Figure 2. Creation process of the question object, which iteratively
builds the object level by level. For each new level, candidate
points are identified based on the lower-level area, and a subset of
points is chosen as the corners to define the 2D contour. The new
level is created from the contour with the pre-assigned height.

ification. The selected corner is then moved by a random
distance according to the above parameters. Critically, only
this single corner is altered, while all other corners of the
object remain unchanged. The D_OBJ is then reconstructed
using the same creation process as in Sec. 3.1.

We set crucial geometric constraints for this modifica-
tion process to ensure validity. The adjusted position of the
selected corner must still reside within the candidate points
from the lower-level area. Concurrently, the resulting new
area of the current modified level must still produce a set of
candidate points that encompasses all existing corners of the
upper level. Furthermore, an additional screening condition
is imposed during this process. We require that the resulting
D_OBJ must exhibit a different topological structure among
its geometric edges compared to the original Q_OBJ, which
is essential to guarantee the visual differences between the
correct option and the distractor ones, and avoid the poten-
tial of multiple correct answers.

3.3. Assembling the Question Data

With Q_OBJ and D_OBJs generated, we assemble the com-
plete question data shown in Fig. | for the benchmark,
which involves rendering the Q_TMG and O_IMGs for all
three tasks: rotation, projection, and completion, and pair-
ing them with a corresponding Q_TEXT. We utilize the
Blender Python API [4] to render all necessary images from
the 3D Q_OBJ and D_OBJ models. To mitigate issues of oc-
clusion and visual ambiguity, we adopt specific rendering
strategies for each task. For the rotation task, we prede-
fine two transformations: 45-degree clockwise and counter-
clockwise rotation around the vertical axis, which serve
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Figure 3. Distractor objects are created by introducing a subtle
modification to the original object. The process randomly selects
the level, corner, modification type (expansion or contraction), di-
rection, and distance to modify the original generation flow.

as the views for O_IMGs. For the projection task, we ex-
clusively use a top view projection to avoid the inherent
ambiguities of the front or side views. The Q_-IMG and
O_IMGs for the completion task are rendered using an iso-
metric view, which effectively conveys the complete geo-
metric structure of the object.

To create a comprehensive benchmark, we assemble the
question data at two distinct difficulty levels for each prob-
lem. The hard setting populates its incorrect options using
the images rendered from the D_OBJs described in Sec. 3.2.
Since these D_OBJs are derived from subtle modifications
to the original Q_OBJ, they introduce a high degree of vi-
sual similarity and serve as more challenging and confusing
options. Conversely, the easy setting uses the images ren-
dered from other Q_OBJs (sourced from within the same
data split), which are generally less similar to the correct
answer. During the assembly process, we enforce a quality
control check by measuring the pixel-level differences be-
tween the correct option and all incorrect ones. We apply a
predefined threshold to filter out and exclude any incorrect
options that are overly similar to the correct answer, thereby
minimizing potential ambiguity in the benchmark.

In total, we generated over 100K unique Q_OBJ data
samples. Each sample includes the Q_IMG, the Q_TEXT, the
correct O_IMGs for all three tasks, a minimum of 3 incorrect
O_IMGs for each task, and the associated metadata (e.g.,
the numbers of levels and corners, level heights, and cor-
ner coordinates). To create our experimental splits, we first
selected a subset of Q_OBJ data with low inter-similarity,
determined by comparing the geometric topology and cal-
culating the average distance between the corners. This set
was then downsampled and partitioned into a training set
of 22.4K and a test set of 1.2K. The test set is used for all
model evaluations and comparisons in our experiments.

4. Our Proposed Method

4.1. Perception-Parsing-Comparison Framework

A primary challenge in spatial reasoning lies in the effective
integration of visual content perception and textual instruc-
tion understanding. The inherent modal gap between these
two information streams often limits model performance,
which is particularly acute in our proposed benchmark.
To address this, we propose a new framework, termed the
Perception-Parsing-Comparison (PPC) framework, as illus-
trated in Fig. 4. This framework disassembles the complex
reasoning task into three distinct and manageable stages:
perception, parsing, and comparison.

First, the Q_IMG is processed by a specially designed
perception module, which is task-independent and respon-
sible for extracting the spatial features from the image. The
output of the perception module is a structured represen-
tation, namely the shape parameters. Concurrently, the
Q_TEXT is fed into a language model to parse the semantic
instruction and determine the new views that are required
to solve the problem. Here, we use Qwen3-8B [33] for this
parsing task. The shape parameters and target views are
then consumed by a renderer, which we specifically built
using the Blender Python API [4] to produce wireframe-
style images. The renderer synthesizes the target images of
the object in new views, denoted as T_IMGs. The available
set of views includes rotation, top, front, side, and comple-
tion. It should be noted that completion is also treated as a
type of view, because the original geometry and its comple-
mentary counterpart share an identical set of cutting planes,
allowing the corners of one object to be derived from those
of the other through a spatial transformation. In the final
stage, a VLM performs a comparative analysis, evaluat-
ing the newly generated T_IMGs against the set of provided
O_IMGs. The VLM identifies the O_IMG that exhibits the
highest similarity to (one of) the target image(s) and out-
puts this option as the final answer.

The proposed PPC framework mirrors the cognitive pro-
cess that is commonly employed by humans for such spa-
tial reasoning questions. Humans typically first observe the
question image to build a mental 3D model. Then, guided
by the required spatial transformation of the task, they com-
pare the option images against their mentally transformed
one, and identify the structural inconsistencies in the incor-
rect options to isolate the one that perfectly matches.

4.2. Perception Module

The perception module is the cornerstone of the whole
framework, as the model performance in spatial reasoning
tasks largely depends on how effectively it can perceive and
represent the 3D spatial structure of the input image.

As illustrated in Fig. 5, we use a Convolutional Neural
Network (composed of a ResNet18 [12] backbone followed
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Figure 4. Illustration of the proposed Perception-Parsing-Comparison framework, which consists of: a perception module extracts the
shape parameters from the question image; a language model parses the target views from the question text; a renderer synthesizes the
target-view images of the question object, which are finally compared with the option images by a VLM to determine the correct answer.
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Figure 5. Details of the perception module, which uses a CNN
to extract patch-level features from the image, and uses a Trans-
former Decoder to auto-regressively generate the shape parame-
ters. The output of perception module is a hybrid DSL sequence
that represents the object structure level by level.

by a 1x1 convolutional layer) to extract a sequence of
patch-level features from the given input Q_IMG. This fea-
ture sequence is processed with Positional Encoding [36],
and serves as the input memory for a Transformer De-
coder [36] with 6 layers and 8 attention heads, which auto-
regressively generates the shape parameters as the output
sequence. The output shape parameters of the perception
module is a hybrid sequence formatted as a domain-specific
language (DSL) [15, 39]. As shown in Fig. 5, this hybrid
sequence interleaves discrete symbols, denoted by <>, with
continuous numerical values, denoted by (). The output
hidden states of the decoder are conditionally passed to one

of three prediction heads: a classification head to predict
discrete symbols, a height head to predict the numerical
value following the <NEW HEIGHT> token, and a coor-
dinate head to predict the coordinate values following the
point-type tokens. The output sequence is strictly formatted
to begin with <BOS> and end with <E0S>. Correspond-
ingly, during training and inference, three separate embed-
ding layers are used to construct the input hidden states for
the decoder.

The shape parameters precisely describe the spatial ge-
ometry of the object in an incremental manner, analogous to
the creation process in Sec. 3.1. The sequence starts from
the lowest level, and each new level is heralded by a <NEW
HEIGHT> token, followed by its height coordinate. Subse-
quent tokens define the corners of the level, providing their
type labels and coordinates, sorted by their x-coordinate.
The definition of the corners and their types are mostly con-
sistent with Sec. 3.1, including convex corner point, edge
point, and interior point. Notably, we introduce an addi-
tional type here, concave corner point, which represents a
right-angle vertex oriented towards the object interior. As
before, the corner type for the current level is determined
by the area of the lower level.

The ground truth sequence for training this module is
sourced from the metadata of the benchmark. The training
process follows a standard auto-regressive paradigm, using
a composite loss function that combines supervision for all
three output types. The loss Ly is a weighted sum:

Etolal = wclsﬁcls + whﬁh + wcoordﬂcoord (l)

where L. is the standard Cross-Entropy loss applied to
the discrete symbol predictions. Lj and L.yo-q are the
Mean Squared Error (MSE) losses for the continuous height
and coordinate values, respectively. We set the weights as
Wers = 0.3, wp = 0.2, Weporqg = 0.5 in our experiments.
This hybrid output scheme promotes the model to de-
velop complementary perceptual capabilities. By introduc-
ing the incremental representation structure and categori-
cal constraints via point types, the model learns to perceive



Table 1. Mean accuracy (%) (1) of VLMs and humans on PURESPACE benchmark, averaged per task and difficulty level. Bold marks
the highest accuracy among all models (excluding human), and underline marks the highest among open-source models. Note that human
results are based on a uniformly sampled subset of 60 questions from the test set.

Overall Rotation Projection Completion

Method

Easy Hard Easy Hard Easy Hard Easy Hard
Random 25.00 25.00 25.00 25.00 25.00 25.00 25.00 25.00
GPT-40 [17] 3628 4450 3742 3392 35.67 57.25 3575 4233
GPT-5 [25] 38.64 3453 40.25 31.00 39.25 4358 3642  29.00
Gemini-2.5-Flash [7] 3447 4256  34.08 2992 33.08 4992  36.25 47.83
Gemini-2.5-Pro [7] 32.14 3550 3175  26.00 35.58 44.08  29.08  36.42
Qwen2.5-VL-7B-Instruct [2] 30.00 24.00 3150 23.50 28.58 25.83 2992  22.67
Qwen3-VL-4B-Instruct [33] 3231 2486 3525 27.25 29.25 2542 3242 2192
Qwen3-VL-8B-Instruct [33] 2892 19.03 2833 2292 27.42 19.17  31.00 15.00
InternVL3.5-4B [38] 2939  36.00 27.58  29.00 26.92 3375 33.67 4525
InternVL3.5-8B [38] 29.69 3853 2683  27.00 27.17 40.33  35.08 48.25
GLM-4.1V-9B-Base [14] 35.67 20.64 36.17 24.67 38.92 18.08 3192 19.17
Gemma-3-4B-IT [32] 2692 2489 2750  24.58 25.83 26.83 2742 2325
Gemma-3-12B-IT [32] 28.86 3456  30.08 33.42 26.42 38.17  30.08  32.08
LLaVA-OneVision-1.5-4B [1] 2222 2247 2442 2625 25.75 30.67 1650  10.50
LLaVA-OneVision-1.5-8B [1] 2939 3931 27.67 31.92 28.50 41.58  32.00 4442
Human 97.08 94.17 96.88 90.62 100.00 9938 9438  92.50

global structural features of the object from the image. Si-
multaneously, the regression objectives of heights and coor-
dinates enforce a fine-grained understanding of the local ge-
ometry. The auto-regressive output also enables the model
to reference the information of the lower level through the
self-attention mechanism when predicting the coordinates,
which is effective in achieving accurate predictions.

5. Experiments

5.1. Evaluation on Proposed Benchmark

We evaluated a diverse set of VLMs on the test set of our
PURESPACE benchmark, which comprises 1200 questions
for each task-difficulty pair. We adopted mean accuracy as
the evaluation metric. The evaluation was conducted with-
out any prompting techniques to better assess the genuine
capability of models. The results for various closed-source
and open-source VLMs across different tasks and difficulty
levels are presented in Tab. 1, where bold font denotes the
highest accuracy among all models (excluding human), and
underline for the highest among open-source ones.

As shown in Tab. 1, closed-source models demonstrate
superior performance compared to open-source ones. The
GPT series yields the best results among all models, with
GPT-40 showing better performance on hard questions
(44.50%) and GPT-5 on easy questions (38.64%). For
all tasks and difficulty levels, the performance of closed-
source models consistently exceeds the random guess base-
line of 25%. However, their performance remains subop-

timal. None of the models achieves an overall accuracy
higher than 50%, which indicates that while existing models
possess some spatial reasoning capacity, it remains signifi-
cantly limited. Open-source models generally exhibit poor
performance, with accuracy often close to the random guess
baseline. For hard questions, the overall performance of
most open-source models is even below the level of ran-
dom guessing. Interestingly, some open-source models can
achieve or even surpass the performance of closed-source
models on specific tasks. For instance, the InternVL3.5-8B
model achieves the highest accuracy among all models on
the completion-hard questions (48.25%). It also exhibits a
comparable performance (35.08%) on the completion-easy
questions to that of the closed-source models.

We also conducted a human study on our benchmark.
We uniformly sampled 20 questions for each type of task
from the test set, totaling 60 questions, and collected an-
swers from 16 participants. As shown in Tab. 1, the results
indicate that humans perform well on these spatial reason-
ing questions, achieving an overall accuracy of 97.08% on
easy questions and 94.17% on hard ones, which far sur-
passes the performance of all the VLMs. For human par-
ticipants, the projection task is the simplest, while the ro-
tation and completion tasks prove to be more challenging.
This aligns with intuition, as the projection task primarily
requires analyzing the layout of the upward-facing surfaces
of the object. In contrast, the rotation and completion tasks
demand a comprehensive understanding of the detailed 3D
structures and the ability to perform spatial transformations



Table 2. Mean accuracy (%) (1) of specialized models on in-
domain and cross-domain tasks, averaged per task and difficulty
level. Bold marks the highest accuracy among all models.

Rotation Projection Completion

Training
Data Easy Hard Easy Hard [Easy Hard

Rotation 96.58 85.00 3408 21.17 2250 27.08
Projection 2383 23.17 99.75 99.83 7033 67.08
Completion 26.08 2592 2592 17.75 99.83 98.50

mentally. Furthermore, human performance on easy ques-
tions is generally better than that on hard ones, which helps
validate the rationality of our benchmark settings.

5.2. Performance of Specialized Models

Given the unsatisfactory performance of existing VLMs on
our benchmark, we explored an alternative approach by
training specialized models for those tasks. The objective
was to determine if models could directly solve these ques-
tions by learning visual representations. We employed a
feature extractor consisting of a ResNetl8 [12] backbone
followed by a Multi-Layer Perceptron (MLP) to extract a
feature vector for each image. For a given question, this
model processes the Q_IMG and all O_IMGs to obtain their
respective vector embeddings. The answer is determined by
selecting the O_IMG whose feature vector is closest to that
of the Q_IMG. To achieve this, the model was trained using
a contrastive learning paradigm [40]. For each question, we
designated the Q_TMG as the anchor, the correct O_IMG as
the positive sample, and the incorrect O_IMGs from both dif-
ficulty levels as the negative samples. We trained the model
on the training set of each task respectively, and evaluated
each task-specific model on all three types of tasks, in order
to assess both in-domain and cross-domain performance.
The results are presented in Tab. 2, with detailed analysis
provided in Sec. 6.

5.3. Performance of Our Proposed Method

We evaluated the performance of PPC framework on our
PURESPACE benchmark. In the framework, the perception
module is task-independent and trained on the question
images with their metadata from the training set. For the
comparison module, we employed the same series of VLMs
as in Sec. 5.1, and the results are reported in Tab. 3. We
compared the performance of each VLM within our frame-
work against its standalone performance reported in Tab. 1,
and marked the improvement or decline. In the table, the
highest accuracy among all models is denoted in bold, and
the highest among open-source ones is underlined.

With the proposed PPC framework, the performance of
VLMs exhibits a substantial improvement. All the closed-
source models achieve an overall accuracy higher than 90%

on easy questions and 70% on hard ones, and all the open-
source models surpass an accuracy of 70% on easy ques-
tions. The GPT-40 model demonstrates the best overall per-
formance with 97.36% and 87.56% accuracy on easy and
hard questions, respectively, which represents a significant
enhancement of 61.08% and 43.06% over its standalone
performance. Note that the only instance of performance
decline is observed with the GLM-4.1V-9B-Base model,
which shows a minor decrease of 0.58%, within the range
of normal performance fluctuations. These experimental re-
sults validate the effectiveness of our proposed framework
on spatial reasoning questions.

The closed-source models continue to outperform the
open-source ones, with the performance gap being more
pronounced on hard questions. As described in Sec. 3.2,
the 0_OBJ and D_OBJ are designed to be structurally sim-
ilar, thereby resulting in a high degree of visual similarity
between the correct and incorrect options in hard questions.
This poses a challenge in discriminating the subtle differ-
ences. As shown in Tab. 3, all models perform better on
easy questions than on hard ones, and their performance
on the projection task generally surpasses that of the other
two tasks. These patterns are consistent with human per-
formance, suggesting the cognitive plausibility of our pro-
posed framework. It is worth noting that, unlike the special-
ized models described in Sec. 5.2, our framework is general-
purpose for all the three types of tasks in this benchmark,
and can be directly applied to other unseen tasks involving
spatial transformations, such as reasoning about the object
appearance on the left or right side.

We further analyzed the impact of structural complexity
on the performance of models. Specifically, we selected the
best-performing open-source model, InternVL3.5-4B and
its 8B version, to visualize the relationship between the
accuracy and the total number of corners in the question
object, as shown in Fig. 6. These results indicate that, as
the structural complexity increases, the model performance
tends to decrease. One of the potential reasons is that a more
complex object tends to impose a higher cognitive load in
identifying the structural discrepancies in the distractor op-
tions. Additionally, the rich information regarding the dif-
ficulty and complexity of questions in our benchmark also
offers a foundation for future exploration of spatial reason-
ing in both models and humans.

6. In-depth Analysis

Why do VLMs fail in spatial reasoning tasks? Our results
reveal a profound disparity between the cognitive patterns
of VLMs and humans. While human performance follows
a consistent trend relative to the difficulty level of tasks, the
performance of VLMs fluctuates erratically, demonstrating
no discernible alignment with task difficulty. Furthermore,
no clear advantage of larger models over smaller ones is



Table 3. Mean accuracy (%) (1) of our proposed PPC framework on PURESPACE benchmark, using different VLMs as the comparison
module. Improvements (green) or declines (red) are reported for each VLM relative to their standalone performance without the framework.
Bold marks the highest accuracy among all models, and underline marks the highest among open-source models.
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observed. These deficiencies suggest that existing VLMs InternVL3.5-4B InternVL3.5-8B

operate without a coherent and generalizable mechanism, ool 8867 %0

highlighting a fundamental absence of the structured spatial I 8674 g5 qs 85.50

understanding inherent in human cognition. g 85 t g sl —1 8270 8233

Do specialized models truly learn to reason? As shown § § t

in Tab. 2, the cross-task evaluation results reveal a signifi- < 80 < 80

cant failure in generalization. While the models trained on

575% 78 910 575% 78 910

a specific task achieve exceptionally high in-domain accu-
racy, their performance plummets to random chance level
(25%) when tested on the unseen tasks. This discrepancy
indicates that specialized models are overfitting to the task-
specific patterns rather than learning the abstract and trans-
ferable spatial representations. Such specialization consti-
tutes an illusion of competence, revealing the reliance on
memorized knowledge and the fundamental limitations of
this training paradigm for the reasoning tasks.

Is the bottleneck seeing or thinking in VLMs? Our ex-
perimental results suggest that the failure of existing VLMs
in spatial reasoning is rooted in a visual representation gap
rather than a fundamental lack of reasoning capacity. While
standalone VLMs consistently struggle in these tasks, their
performance improves considerably when the proposed per-
ception module provides the structured shape parameters as
a symbolic intermediary. This shift indicates that the stan-
dard visual encoders, which are typically trained on natu-
ral images, prioritize global semantic consistency at the ex-
pense of the fine-grained topological precision required for
abstract spatial reasoning. Ultimately, the success of the
proposed PPC framework reveals that the bottleneck of ex-
isting VLMs lies in the perceptual chasm between the input
images and the precise spatial representations.

Total Corner Count Total Corner Count

Figure 6. Impact of structure complexity on model performance.
The charts illustrate the accuracy of InternVL3.5-4B and 8B mod-
els in relation to the total number of corners in the question object.

7. Conclusion

In this paper, we propose PURESPACE, a large-scale bench-
mark for abstract spatial reasoning, with a novel synthesis
method to guarantee diversity and difficulty control. Our
results expose the limitations of existing VLMs in spatial
reasoning. Furthermore, we demonstrate specialized mod-
els fail to generalize their spatial representations to unseen
tasks. To bridge these gaps, we propose the Perception-
Parsing-Comparison framework, which decouples the rea-
soning process: a perception module represents the geomet-
ric structure, a language model infers the viewpoint trans-
formations, and a renderer synthesizes the target-view ap-
pearance, which are leveraged by a VLM to determine the
answer. Comprehensive experiments show that our method
achieves substantial improvements in spatial reasoning per-
formance. Taken together, our work provides a rigorous
benchmark and an effective framework for advancing gen-
uine spatial reasoning in artificial intelligence.
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