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Fig. 1. We propose DreamArt, a framework for generating interactable articulated objects from a single-view image. Our method generalizes across diverse
object categories, producing well-segmented parts and physically plausible articulations. All results are from in-the-wild images.
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Generating articulated objects, such as laptops and microwaves, is a crucial
yet challenging task with extensive applications in Embodied AI and AR/VR.
Current image-to-3D methods primarily focus on surface geometry and tex-
ture, neglecting part decomposition and articulation modeling. Meanwhile,
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neural reconstruction approaches (e.g., NeRF or Gaussian Splatting) rely
on dense multi-view or interaction data, limiting their scalability. In this
paper, we introduceDreamArt , a novel framework for generating high-
�delity, interactable articulated assets from single-view images.DreamArt
employs a three-stage pipeline: �rstly, it reconstructs part-segmented and
complete 3D object meshes through a combination of image-to-3D genera-
tion, mask-prompted 3D segmentation, and part amodal completion. Second,
we �ne-tune a video di�usion model to capture part-level articulation priors,
leveraging movable part masks as prompt and amodal images to mitigate
ambiguities caused by occlusion. Finally,DreamArt optimizes the articula-
tion motion, represented by a dual quaternion, and conducts global texture
re�nement and repainting to ensure coherent, high-quality textures across
all parts. Experimental results demonstrate thatDreamArt e�ectively gen-
erates high-quality articulated objects, possessing accurate part shape, high
appearance �delity, and plausible articulation, thereby providing a scalable
solution for articulated asset generation.

CCS Concepts:̂Computing methodologies ! Arti�cial intelligence .
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1 Introduction
Articulated objects (e.g., laptops, microwaves) are ubiquitous in
everyday environments, making the generation of high-�delity,
interactable 3D assets at scale increasingly important across a wide
range of applications, including embodied AI (EAI) [Brohan et al.
2022; Duan et al. 2022; Huang et al. 2025a,b, 2023; Jiang et al. 2024],
robotics [Eisner et al. 2022; Li et al. 2024c,b; Luo et al. 2024; Xiao
et al. 2025], and scene synthesis and reconstruction [Chen et al.
2024a; Liu et al. 2024a; Ni et al. 2024; Shen et al. 2025; Wan et al.
2024a; Wang et al. 2024; Yang et al. 2024b; Yu et al. 2024]. However,
the creation of high-quality, interactable assets still heavily relies
on manual e�orts by professional artists, despite recent trending
advances in 3D object generation [Chen et al. 2025; He et al. 2025; Li
et al. 2025; Xiang et al. 2025; Ye et al. 2025; Zhang et al. 2024b; Zhao
et al. 2025]. The core challenge lies in the intrinsic complexity of
articulated objects: they require both precise part-level 3D modeling
and accurate reasoning about their articulation patterns.

In this paper, we tackle the task of Image-to-Articulated-Asset
(I2A) generation: creating high-�delity, interactable 3D assets from
a single image. Recent approaches attempt to reconstruct articulated
objects from videos [Peng et al. 2025; Song et al. 2024; Wan et al.
2024b] or multi-view images [Deng et al. 2024; Jiang et al. 2022; Lin
et al. 2025a; Liu et al. 2023b, 2025b; Wang et al. 2025b; Weng et al.
2024; Xia et al. 2024; Yu et al. 2025] that capture multiple articulation
states. While these methods can model detailed part-level motions,
they require dense temporal and spatial observations, making them
expensive to collect and limiting their scalability. Another line of
research [Gao et al. 2025; Li et al. 2024d,e; Shi et al. 2024] explores
learning part-level motion priors via user-provided �drag� prompts.
While promising, these methods rely on manually speci�ed motion

cues (i.e., starting and ending point of the �drag�) and su�er from
ambiguity in the drag signal to clearly identify the correct moving
part, especially in complex, multi-part scenarios. These limitations
hinder their practical use in fully articulated asset generation.

To address these limitations, we proposeDreamArt , a novel
framework for I2A generation. Our key objectives include accu-
rately recovering part-aware 3D object structure, reasoning about
plausible part-level articulation patterns with minimal human cues,
and seamlessly distilling these learned priors into 3D meshes for
articulation optimization.DreamArt explicitly addresses these ob-
jectives through a three-stage pipeline.

Firstly, to recover part-aware 3D objects, we build upon recent
advance in VecSet-based image-to-3D models [Xiang et al. 2025;
Zhao et al. 2025] and further augment them with 3D part segmen-
tation [Liu et al. 2025c; Tang et al. 2024d; Yang et al. 2024a] and
amodal completion for both geometry [Yang et al. 2025a] and tex-
ture [Lugmayr et al. 2022; Tang et al. 2024b].

To infer plausible articulation patterns, we �ne-tune a condi-
tional video di�usion model to predict videos demonstrating object
articulation from a single image, drawing inspiration from recent ad-
vances in repurposing video generation models [Agarwal et al. 2025;
Blattmann et al. 2023a; Hong et al. 2023a; Kong et al. 2024; Wang
et al. 2025a] for novel tasks [Hu et al. 2025; Lu et al. 2025; Ma et al.
2025; Shao et al. 2025; Van Hoorick et al. 2024; Xing et al. 2024]. Our
key innovations lie in two aspects. First, we adopt a movable part
mask as the visual prompt. Unlike the �drag� prompt [Li et al. 2024e],
the mask avoids human intervention, readily available through o�-
the-shelf 2D segmentation models [Kirillov et al. 2023; Ravi et al.
2025]. It also naturally �ts into the video di�usion framework as
an image-based condition, and mitigates the �drag� ambiguity by
clearly specifying the moving part, especially in multi-part scenar-
ios. Secondly, occlusions between di�erent parts are common in
articulated objects (e.g., cabinet doors blocking internal structures).
This requires the model to infer both the articulation and occluded
regions to produce reasonable video content. To address this, we
incorporate amodal images of movable and base parts, derived from
our part-aware 3D object generation, as additional conditions. These
cues guide the di�usion model to focus on learning articulation pat-
terns while avoiding synthesizing blurry or con�icting contents.

Once the articulation video is obtained, we perform part-aware,
mesh-based optimization to estimate the underlying articulation.
We adopt a uni�ed dual quaternion representation that parameter-
izes both prismatic and revolute joints, and estimate a timestep-
dependent transformation to capture the motion magnitude of the
movable part across the video. The movable part mesh is deformed
according to the joint type, axis, and motion magnitude, and we
render the base and movable parts through aDi�erentiable Soft
Depth Blending. The articulation parameters are optimized via the
rendering loss. Finally, we apply global texture re�nement and re-
painting [Feng et al. 2025; Huang et al. 2024; Podell et al. 2023;
Rombach et al. 2022; Zhao et al. 2025] to ensure high-quality, con-
sistent textures across all object parts.

Extensive experiments demonstrate that our method e�ectively
generates part-aware 3D object meshes, predicts plausible articula-
tion videos, and produces interactable articulated assets in a uni�ed
pipeline. It generalizes well to in-the-wild images, outperforming
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existing approaches in both articulation video synthesis and ar-
ticulated object generation, highlighting its potential for scalable
articulated asset creation.

To sum up, our main contributions are:
(1) We proposeDreamArt , a novel part and motion-aware frame-

work that generates high-quality interactable articulated object
meshes from a single-view image.

(2) We present a novel articulation video synthesis method that
leverages movable part masks and amodal images as prompts,
eliminating the need for manually speci�ed motion directions
and e�ectively resolving ambiguities in multi-part scenarios.

(3) Experiments show the e�cacy of our approach in generating
high-quality, interactable articulated assets with well-segmented
part geometry, coherent appearance, and plausible articulations.

2 Related Work

2.1 3D/4D Assets Creation
Early explorations on 3D asset generation primarily followed two
paradigms: i) optimization-based approaches [Chen et al. 2023; Liu
et al. 2023a; Long et al. 2024; Poole et al. 2023; Qian et al. 2023;
Tang et al. 2024c; Wang et al. 2023a; Yi et al. 2024], which distill
2D generative priors [Liu et al. 2023c; Lu et al. 2024; Rombach et al.
2022; Shi et al. 2023a,b; Wang and Shi 2023] into 3D representa-
tions [Kerbl et al. 2023; Mildenhall et al. 2020], and ii) feed-forward
methods [Hong et al. 2023b; Liu et al. 2024b, 2023d; Tang et al. 2024a;
Wu et al. 2024a; Xu et al. 2024]. More recently, latent di�usion [Ho
et al. 2020; Lipman et al. 2022; Liu et al. 2022] in 3D space, often rep-
resented by features such as 3DShape2VecSet [Zhang et al. 2023b],
has emerged [Chen et al. 2025; He et al. 2025; Li et al. 2025; Xiang
et al. 2025; Zhang et al. 2024b; Zhao et al. 2025] by incorporating
large-scale training data from Objaverse [Deitke et al. 2023a,b].
These powerful and trending models signi�cantly improve geome-
try recovery quality; while they lack part structures and articulation
modeling, they still o�er a valuable foundation for building inter-
actable articulated assets. Parallel to static 3D object generation,
recent work explores text/image-to-4D generation [Bahmani et al.
2024a,b; Li et al. 2024f; Liang et al. 2024; Ling et al. 2024; Ren et al.
2023; Zhang et al. 2024a; Zhao et al. 2023], which typically adopts
o�-the-shelf video generation models [Blattmann et al. 2023a; Wang
et al. 2023b; Zhang et al. 2023c] for score distillation, or directly esti-
mate 4D representation from video inputs [Li et al. 2024a; Ren et al.
2024; Wu et al. 2024b; Xie et al. 2024; Yao et al. 2025; Zeng et al. 2024].
However, existing video generation models often fail to produce
temporally stable and physically plausible articulation motions, and
the 4D optimization process lacks explicit articulation modeling,
making it di�cult to recover accurate articulation patterns. In con-
trast, our method incorporates explicit articulation modeling in both
video generation and optimization to ensure physical plausibility.

2.2 Articulated Object Modeling
One line of research focuses on accurately reconstructing articulated
objects (Digital Twins) from two-state multi-view images [Guo et al.
2025; Liu et al. 2023b, 2025b; Weng et al. 2024; Wu et al. 2025] or
videos [Song et al. 2024; Tu et al. 2025]. Although these methods are

designed to capture articulation motion patterns precisely, they typi-
cally require dense observations of the same object, both temporally
(multi-states) and spatially (multi-view images), limiting their scala-
bility and applicability. Another line of work explores procedural
articulated object generation [Chen et al. 2024b; Gao et al. 2024;
Le et al. 2025; Liu et al. 2025a, 2024c; Mandi et al. 2025; Qiu et al.
2025], via code generation, part mesh retrieval with vision-language
models (VLMs), or hand-crafted rules [Lian et al. 2025]. However,
these approaches face several limitations. Firstly, they often depend
on prede�ned content such as part mesh libraries, code templates,
VLM-predicted part connectivity graphs and joints, and heuristic
rules, lacking generalization capability to diverse object categories.
Secondly, they directly predict articulation parameters without ded-
icated re�nement mechanisms, which leads to suboptimal accuracy.
In contrast, our method leverages synthesized articulation videos
to optimize joint parameters through di�erentiable rendering at
the mesh level, ensuring generalizability to in-the-wild cases with
higher accuracy and more physically plausible articulation.

2.3 Part-level Articulation Prior
Recent advances in image-to-video generation [Agarwal et al. 2025;
Blattmann et al. 2023a,b; Ge et al. 2023; Guo et al. 2023; Hong et al.
2023a; Kong et al. 2024; Seawead et al. 2025; Wang et al. 2025a;
Xing et al. 2024; Zhang and Agrawala 2025] have signi�cantly im-
proved the quality and diversity of synthesized videos, naturally
providing generic motion priors for articulated object generation.
However, these models o�er limited control, making it di�cult
to guarantee the physical plausibility of the synthesized articula-
tion video. To improve controllability, a line of research introduces
�drag-based� prompts to guide part-level motion synthesis through
images [Li et al.2024d; Mou et al.2024; Pan et al.2023; Shi et al.2024]
or videos [Gao et al. 2025; Li et al. 2024e]. While intuitive, �drag�
prompts present several challenges. Firstly, they rely on human-
speci�ed motion cues. Secondly, the �drag� prompts often exhibit
ambiguity, as they may not clearly indicate motion type (e.g., pris-
matic vs. revolute) or identify the intended moving part, particularly
in complex multi-part scenarios. More recently, ATOP [Vora et al.
2025] proposes learning �ner part-level motion priors through inde-
pendent video generation models for each object category. However,
the category-speci�c design struggles when adapting to unseen
object categories. In contrast, our model learns a more generalizable
motion prior by leveraging a more intuitive and readily available
control signal, the movable part mask.

3 Methods
Our framework,DreamArt , consists of three stages: (1)Part-Aware
Object Generation , where we build upon trending image-to-3D
models by integrating mask-guided part segmentation and amodal
completion to produce complete, part-segmented meshes. (Sec-
tion 3.1). (2)Articulation Video Synthesis , where we �ne-tune
a video di�usion model to synthesize articulation videos from the
image, part mask, and amodal images. (Section 3.2); (3)Joint Esti-
mation and Texture Re�nement , where we optimize dual quater-
nion�based articulation parameters and re�ne textures to ensure
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Fig. 2. Method Overview. Our three-stage pipeline first reconstructs complete, segmented part meshes from a single image. Next, it synthesizes plausible
articulation videos using amodal images and part masks as prompts. Finally, it optimizes joint parameters and refines texture maps for enhanced realism.

both physically coherent motion and high-�delity appearance (Sec-
tion 3.3). An overview is provided in Figure 2.

3.1 Part-Aware 3D Object Generation
Given a single-view image, we can readily obtain a high-�delity,
holistic textured mesh using advanced image-to-3D techniques [Zhao
et al. 2025]. For the movable part, we derive a 2D segmentation mask
from SAM [Kirillov et al. 2023], where the mask is generated inter-
actively by providing a single user click as prompt. LetI denote the
input image,M the 2D movable part mask, andv the reconstructed
textured mesh. Our objective in this step is to derive the following:
the complete movable part meshv< , the complete base part mesh
v1, and the amodal images of the movable partI< and base part
I1, both rendered from the same viewpoint as the input image. The
whole process takes around 4 minutes.

Mask-Guided 3D Segmentation.A well-segmented mesh is es-
sential for articulated object modeling, as articulation is inherently
de�ned at the part level. Existing 3D segmentation methods typically
lift 2D features [Oquab et al. 2023] into a volumetric �eld [Yang et al.
2024a], or perform clustering directly on a predicted 3D feature �eld
with a speci�ed number of parts [Liu et al. 2025c]. However, both
approaches struggle to precisely segment the target part, largely
due to inherent ambiguities in part granularity. Alternatively, given
a single-view mask, its corresponding faces can be identi�ed by
back-projection through di�erentiable mesh rendering [Laine et al.
2020]. Yet, this strategy su�ers from occlusion, as the target part
mesh may not be visible from the input view, making it di�cult to
obtain a complete segmentation.

Therefore, we adopt a hybrid approach that guides the clustering
of mesh faces using the single-view mask image. Given the predicted

3-dimensional per-face featureF8 2 R3 from PartField [Liu et al.
2025c] for each face8, and the set of facesS whose projections fall
within the 2D movable part maskM, we �rst compute the mean
featureF< of S as F< = 1

jS j
Í

82S F8. Next, all mesh faces are
classi�ed into two groups by comparing their feature distance to
F< . Speci�cally, face8is assigned to the movable part if

j jF8 � F< j j2 � max
92S

j jF9 � F< j j2” (1)

Then, to remove the outlier and improve spatial smoothness, we
apply k-means clustering to re�ne the segmentation using each
part's feature centroids as initialization. This yields the segmented

movable part meshvpartial
< and base part meshvpartial

1 from the
reconstructed textured meshv.

Part Amodal Completion.The segmented part meshes are geo-
metrically incomplete, as existing image-to-3D methods primarily
focus on generating surface while ignoring internal and occluded
structures (e.g., the drawer of the table is only partially observed
in Figure 2). We �rst utilize HoloPart [Yang et al. 2025a] to get the

complete part meshv< •v1 from the partial meshvpartial
< •vpartial

1 .
Based on the complete mesh, we generate amodal images that �ll
in missing appearance information (e.g., the interior area of the
drawer) on the input view using inpainting modelsFinp [Tang et al.
2024b; Zhang et al. 2023a]. Speci�cally, for the movable part:

I< = Finp ¹I � M•Minpº• (2)

whereI � M extracts the visible area for the movable part with pixel-
wise production� , andMinp stands for the area to be inpainted.
The same process is applied to the base part as well.
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